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Moving to Web Services?
Learn from CBDI with our Consulting
and Workshops

CBDI provide a variety of educational and consulting services based on our deep and narrow

focused knowledge acquired in the analytical process. The new services are designed to help

you work smart and make the right decisions, as you move into Web Services. There are

products applicable to enterprises and software organizations.

Product Area CBDI Education Consulting Applicable
Specialist Workshop Products Enterprise

Areas Or Industry

1. Web Service Understanding Y 1 Day Enterprise

2. Web Services Strategy and Roadmap Y Y
Enterprise

And Industry

3. Service Based Business Analysis and Design Y 1 or 2 Day Y Enterprise

4. Web Service Architecture Y 1 or 2 Day Y Enterprise

5. Business Process Design for Web Services Y Y Enterprise

6. Web Service Design Y
Enterprise

And Industry

7. Web Services Security Interop Y 1 Day Y
Enterprise

And Industry

8. Web Services Management Y 1 Day Enterprise

9. Information Modeling for Service Oriented
Y 3 Day Y Enterprise

Architectures

10. Web Services Integration Platforms Y Enterprise

11. Selecting a Web Services Toolkit Y Y Enterprise

12. Process Design for Service and Component
Y Enterprise

Delivery and Consumption

13. Software Vendor Product Management Review Y Y Industry

14. Software Vendor Marketing Support Y Y Industry

15. Venture Capital Support Services Y Industry

To find out more see our product catalog at:
http://www.cbdiforum.com/public/services_bro.php3

To discuss how CBDI can assist call us on: +353 28 38071 or 73



As I pull together the January Journal our own CBDI

project makes headline news. We have demonstrated a

.NET form signing a SOAP request and then getting a

response back from IBM’s Web Service with the signed

answer. We understand that neither IBM nor Microsoft has

yet completed this heterogeneous interoperability exercise

using the WS-Security compliant protocols, and that our

demonstration looks like a world first!

Editorial
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Despite two years of talk, the technology
required for enterprise scale Web
Services is only now falling into place,
and much of it still only runs in
PowerPoint. Heterogeneous Web Service
security has been the major issue
mentioned by almost everyone over the
past few months, and this achievement
signals an important milestone that will
remove the constraints to broader usage
of Web Services. 

During 2003 you can expect us to be
focusing strongly on practical issues. In
this month’s CBDI Journal our lead
report provides an important update to
the abstract Web Services Infrastructure
model that we published twelve months
ago as the Business Services Server
(BSS). This new model is considerably
broader and reflects the considerable
progress that has been made in the last
year.

Also this month we are announcing a
number of new consulting and
educational workshop services. These

provide guidance on the entire life cycle
of Web Services including:

● Web Services Strategy and
Roadmap

● Service Based Business Analysis
and Design

● Web Service Architecture

● Business Process Design for
Web Services

● Web Service Design

● Web Services Management 

● Web Services Security
Interoperability

● Information Modeling for Service
Oriented Architectures

These services are provided to help
members move forward rapidly in use of
Web Services. There is comprehensive
information available on the CBDI web
site - under a new main menu item -
Services.

A Happy New Year to all our members,
Regards, David Sprott
david.sprott@cbdiforum.com
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By Lawrence Wilkes Introduction
The concept of a Façade should be
familiar to most. Whether in the context
of a building or software, the basic
principal is the same; to expose a
different external interface by hiding that
used internally by the underlying
implementation. An obvious role for a
Web Service Façade (WSF) therefore
would be to act as a wrapper, converting
the underlying implementation
technologies into Web Service Protocols
such as SOAP, WSDL, etc. Beyond this
simple requirement though we can
identify a number of core functions that
could be performed by a WSF. This
includes

1. Service Assembly. Exposing the Web
Service conforming to the various Web
Service Protocols, and encapsulating
and integrating the appropriate back
end implementations which may
themselves be implemented in diverse
technologies.

2. Service Management. Providing the
generic infrastructure needs applicable
to any Web Service, such as logging,
billing, monitoring, security, etc.

3. Service Orchestration. Managing the
process from an external perspective,
and also for Service Assembly and
Management

4. Service Behavior. Delivering certain
behavioral aspects that are specific to
the delivery of the Web Service, but
not necessarily to the underlying
implementation and/or business
logic which might also be used in
different non Web Service scenarios.
Conversely, alternative Web Services
might behave differently but use the
same underlying business logic.

The key reason for using a WSF is
to introduce an intermediary layer
between the Web Service and the back
end business logic. Objectives include,

Abstract: A year ago we provided an abstract model of

the management platform in our Business Services Server

series of reports. Since then WS Management Platforms

and WS delivery tools have been launched into the market

at a fast and furious pace. However the use of new

functions that are provided by these classes of tools need

to be managed carefully to ensure consistent approaches

where required. In this report we now provide some ideas

for a broader abstract model which guides architecture

and design best practice, using a Façade approach.

Design Pattern -
The Web Service Façade

Best Practice Report



A common objective for a

WSF would be to expose

a simpler interface to the

potentially complex and

diverse implementation

it encapsulates.

Functions of the Web
Service Facade
Let’s consider in more detail each of the
core functions of the WSF,

Service Assembly
Assembling the Web Service is the first
role of the WSF. A common objective for
a WSF would be to expose a simpler
interface to the potentially complex and
diverse implementation it encapsulates.
In achieving this, not only does it need to
change the interface from a functional
perspective, but also reconciles the fact
that the existing interfaces that it aggre-
gates could be implemented in different
technologies. Activities therefore include, 

● Separation and abstraction.
The WSF not only encapsulates the
implementation and provides a black
box view, but also needs to properly
separate and abstract the Web
Service away from the implementation.
i.e. provide a looser coupling.

● Aggregation and Integration.
Provide the unified interface to the
various other services and software
artifacts that comprise the
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● Separate and isolate the functionality
that is specific to the delivery and
management of the Web Service
away from the business logic. This
should improve maintenance and
enable the same business logic to be
reused in other contexts, and other
Web Services. More likely in the near
term, the WSF will also be used to
add Web Service interfaces to current
systems without having to change
their existing software.

● Ensure that all Web Services are
delivered in a uniform way. Perhaps
to enforce and ensure consistent
Service Level Agreements. And
ensure that best practices in Web
Services are applied.

● Generalize some aspects of the WSF
into a reusable framework. So that
developers do not re-invent the wheel
with every new Web Service, and
enable the previous objective.
This might in part be achieved by
delegating much of the WSF
functionality to the operating
infrastructure, and/or third party
products and services.

continues...

Figure 1: Web Service Facade (WSF) Roles
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Design Pattern - The Web Service Façade continued...

the use of this infrastructure with respect
to the needs of a specific Web Service.

Service Orchestration
Finally we have the need to orchestrate
the above. This might be a simple script,
or could be complex enough to warrant
the use of some form of orchestration
engine. There is a need to orchestrate
three different activities,

1. The underlying business process the
Web Service is part of. The business
rules that dictate how the request is
handled and the response made.

2. The Service Assembly and Behavior. 

3. Service Management capabilities.

The Orchestration role of the WSF might
depend on the style of Web Service. For
example,

● In a Message/Document Oriented
Web Service with coarse grained
requests, the WSF could be used to 

- Decompose/parse incoming
message request

- Perform Validation

- Route each part to different
implementation

- Assemble response from the
different implementations

- Provide Error handling

● In a Process Oriented Web Service
where finer grained individual
requests, the WSF might focus on

- State and session management
across multiple process steps.
And for each step,

- Perform Validation
- Route request to implementation
- Dispatch response
- Provide Error handling

The extent to which the underlying
Business Process Orchestration and
Service Assembly and Management
Orchestration can separated is difficult to 

Though the details of the protocols
are likely to be transparent to the
developer, thanks to the underlying
platform, the WSF is nevertheless the
place in which the Web Service is
effectively defined.

Service Management and
Infrastructure
In our Business Services Server Report(1),
we identified a number of Web Service
Management activities. We also illustrated
this recently in our BSS Pipeline
diagram(2). We can summarize this as

● Security. Providing a Web Services
Firewall to deal with intrusion and
Attack. Provide Identity, authentication,
encryption, etc

● Monitoring and Logging. For
performance, usage, non-repudiation,
and other information.

● Service Level Agreements.
Monitoring, managing delivery of
SLA. Plus prioritization of requests
based on SLA.

● Access Control and Licensing.
Who can access which service?
Managing registration, granting
licenses to use Services.

● Accounting. Administration of billing
for Service delivered, and payment of
royalties for Services used.

● Broking. Routing and transformation
of the Service and requests, and
functions similar to Service Assembly 

● Queuing. Putting requests into
queues to improve scalability,
prioritization, or as part of brokering

We would expect these to be
implemented increasingly as part of the
operational infrastructure, or via third
party products and services. The WSF
would be a logical place to orchestrate

implementation of the service. E.g.

- Aggregation of other Web Services.
Both Internal and External

- Aggregation of existing component/
object methods

- Enterprise Application Integration
(EAI) style access to other
implementations, such as Packaged
Applications and Legacy Systems.

● Change Granularity. Aggregation
also implies changing the granularity
of the existing interfaces. Current
best practice guides that external
Web Services are more likely to
expose coarse grained business
relevant interfaces rather than fine
grained component/object methods.
A prime driver for this is to reduce
the overheads of using the slower,
less reliable transport that is provided
by the public Internet. However, this
may not always be the case, and
finer grained Web Services might also
be more appropriate when used
internally. Either way, it is unlikely
that an existing interface is a perfect
match for that required by a new
Web Service.

● Versioning. There will be new
versions of the Web Service, and of
the implementations. As interfaces
are meant to be immutable, the new
version is likely to be delivered as a
new Web Service. The WSF is an
obvious place to reconcile multiple
versions of both Web Service and
implementations.

● XML and Web Service Protocol
delivery. The need to construct the
XML message content, along with the
various Web Service Protocols that
deliver and describe  the Web
Services, such as SOAP, WSDL, and
other emerging protocols. 
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continues...

predict. In some situations, steps from all
three areas will be entwined in the same
process definition. In both the above
examples it is clear that business
process logic could be interspersed
within each of these steps.

How this is achieved and the degree to
which they are separated may depend on
the products and technologies used to
implement the WSF and also Web
Service Management functions as
illustrated in Figure 2. Some Web Service
Management products for example act
as a proxy that sits between the external
Web Service and the WSF. They intercept
the SOAP message, perform their
management tasks, and then forward the
message to the WSF, so the approach is
more sequential in nature. Alternatively,
Web Service Management capabilities
can be exposed as a set of Services
which can be orchestrated inside the
WSF. This might provide a more flexible
arrangement. However, you may not
always want to offer the developer the
optionality this provides. Additionally, the
WSF might invoke Business Process
Components that perform much of the
business orchestration, and take care of
invoking the back end implementations.

Service Behavior
Finally, there will be behavioral aspects
that are specific to the delivery of the
Web Service. We place them in the WSF
as they are not necessarily shared with
other ways in which the underlying
business logic may be used. Examples
include: 

● Asynchronous behavior and other
messaging styles. Current best
practice is moving away from object
based Web Services. Though SOAP
started life primarily as a mechanism
to enable remote object invocation,
this has been toned down a bit of 

reconcile any differences inmessag-
ing styles between internal and exter-
nal Web Services, and/or back end
implementations.

● Reliable Messaging and non-
repudiation. Handling the message
protocols that ensure the delivery
of messages, etc

● Session and Transaction
management. We might also place
these in the WSF as again the
behavior required can be specific to
the delivery of the external Web
Service, and again because it is
delivered across the Internet may
require a different strategy and
technology in comparison to the
Internal Web Services and back-end
implementations.

late and usage is now moving more
towards implementing a message
oriented style of communications
rather than RPC. This is reflected by
the W3C who have recently identified
a number of appropriate messaging
use cases for Web Services(3). Similar
to the granularity concerns above,
best practice is shifting to use
asynchronous messaging as this is
more appropriate when loose
coupling applications across slower,
less reliable networks such as would
be used when delivering external
Web Services to third parties across
the public Internet. However, the
back end implementation may still be
based on RPC, and indeed internal
Web Services might still use RPC. 
The WSF would be a logical place to 

Figure 2: Service Facade Orchestration
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Design Pattern - The Web Service Façade continued...

● Service Management and
Infrastructure. Acquire third party
Web Service Management Tools and
Services. Increasingly also supported
by operating platform.

● Service Orchestration. Could be a
simple script, a complex program,
or implemented in an orchestration
engine.

● Service Behavior. Currently, building
it yourself. Service behavior is more a
consequence of design. In the long
term some aspects will be governed
by emerging Web Service Protocols,
and possibly automated as a result
by vendors.

We would recommend assembling a
Web Services Infrastructure that provides
its own set of services than can be used
by the WSF as illustrated in Figure 3.
These services can be supplied by 

● The Operating platform. For
example, we looked at the capabilities
offered by the IBM Web Services

Toolkit  (WSTK) and the Microsoft
.NET Web Services Experience (WSE)
in the Nov 2002 Journal. Or the
capabilities of Apache Axis.

● Implement third party products.
For example buying and implementing
Web Service Management Tools

● Consume third party Services.
As an alternative, consuming Web
Service Management as a Service

● Build (or buy) a framework. From
which individual projects could inherit

As a result, most of the developer’s time
when building a WSF will be spend on
scripting or orchestrating these existing
capabilities, rather then building them
afresh in each instance.

A separate WSF might be built for each
different Web Services by the project
team, or a generalized one could meet
the needs of several that follow the same 
pattern, or where they form part of a
larger set of related Web Services.

Context
The WSF is specific to an individual Web
Service. However, if the assembly of a
Web Service involves the aggregation of
other Web Services, these too may have
their own WSF. As such, in some
scenarios you might want to vary the
functionality or behavior of the WSF
depending on the usage context, for
example whether the Web Service is
being consumed internally or externally.
You may decide for example that some
functions of the WSF are irrelevant in an
internal usage scenario and serve only to
hinder performance. On the other hand,
some organizations might take a more
defensive approach and treat every
service request as if it was external, for
example applying the same security
procedures to both internal and external
users.

However, if the internal and external
usage of the Web Service begins to differ
significantly you might consider whether
it is simpler to just provide two alternative
Web Services rather than add to the
complexity of the WSF.

WSF Implementation
Fortunately, actually implementing all this
functionality should be simpler than
this long list of requirements suggests.
From a high level perspective, the
requirements listed for each of the core
functional areas of the WSF will most
likely be met by

● Service Assembly. Taking advantage
of operating platform support for
Web Services, and Web Service
aware development tools to expose
the Web Service and the various
protocols required. Together with the
use of EAI, message brokers, and
ORBs for integration of back end
business logic. Figure 3: The Web Service Infrastructure



As Web Services are

applied to more complex

scenarios, it is becoming

increasingly clear that

delivering a Web Service

is going to involve more

than just exposing a

SOAP interface to an

existing object method.

They remain simple in

name only.
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object method. They remain simple in
name only.

The list of requirements outlined can at
first look a bit daunting. A WSF that
provides all this behavior would appear
to be a complex beast. However, the fact
remains that in delivering enterprise-
scale Web Services you will need to
include the majority of this behavior
somewhere. Leaving individual project
teams to invent their own solutions
and code it into every Web Service
implementation is not a good long
term strategy.

It is much better to start abstracting this
functionality away into a separate WSF
with a long term goal of generalizing as
much as possible into a reusable
framework and assembling a Web
Services Infrastructure. Then as implied
in Figure 3, the actual WSF that a
project team needs to build to deliver a
specific Web Service can be relatively
lightweight, and the effort involved
hopefully minor, focusing instead on the
business requirements and orchestrating
the Service Infrastructure.

Lawrence Wilkes lawrence.wilkes@cbdiforum.com

1. http://www.cbdiforum.com/bus_services1.php3

2. http://www.cbdiforum.com/secure/interact/
2002-10/bus_serv_server.php3

3. http://www.w3.org/TR/ws-desc-usecases/

Increasingly in future, the WSF might
itself be implemented in a server
product. Those products providing some
sort of orchestration engine would be an
obvious example. The future release of
Microsoft BizTalk (codename Jupiter) for
example looks appropriate to this.
However, the suitability of this type of
product for implementing some of the
lower-level WSF functions is not yet clear
and areas such as performance would
need to be looked at closely.

Another aid to developers is that Web
Services behavior will increasingly be
standardized within Web Service
Protocols. As such, requirements will
likely be expressed in a more declarative
way. For example, Microsoft show the
following attribute based approach to
illustrate how behavior offered by
protocols such as WS-Transactions or
reliable messaging, etc., would be used
by a .NET Developer

[WebService(Reliable=true,

Transaction=Compensate)]

public void ExecutePurchase

(object message)

{

DecryptMessage(message);

Purchasing.ExecuteBuy

(message);

}

Table 1 illustrates some more detail of
how you might implement parts of the
WSF.

Conclusions
As Web Services are applied to more
complex scenarios, it is becoming
increasingly clear that delivering a Web
Service is going to involve more than just
exposing a SOAP interface to an existing 

continues...
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Function Implementations

Service Assembly

Separation and abstraction

Aggregation and Integration

Change Granularity

Versioning

XML and Web Service Protocols

Service Management and
Infrastructure

Security

Monitoring and Logging

Service Level Agreements

Access Control and Licensing

Accounting

Broking

Queuing

Service Orchestration

Service Behavior

Asynchronous behavior and
other messaging styles

Reliable Messaging, non-repudiation

Session and Transaction management

Web Service Management tools

EAI Tools, Messaging tools, ORBs

Business Process Component

Aggregation tools

Operating platforms, development tools 

Can largely be acquired as products, or
external service, and as part of the operating
infrastructure 

Operating Platforms, security servers, security
servicesWeb Service Management Tools could
facilitate use of these

Operating Platform
Web Service Management Tools and Services

Web Service Management Tools and Services

Web Service Management Tools and Services

Web Service Management Tools and Services

Operating Platform
Web Service Management Tools and Services
Messaging tools, EAI, ORBs BPO, Workflow,
Orchestration Tools 

Operating Platform
Web Service Management Tools and Services 

Scripted or programmed

Business Process Component

Use of BPO, Workflow, Orchestration Tools

Though they might leverage the operating
platform and transport layer, a lot of the
behavior needs to be programmed into the
WSF Consequence of good design

Provided by transport layer

Operating Platforms, transport

Operating Platforms, Messaging tools

Comment

Consequence of good design

Base on emerging protocols.
WS-Security

Possible good candidate for
use of external service

Possible good candidate for
use of external service

Consequence of good design

Base on emerging protocol

Base on emerging protocols
WS-Transactions

Table 1: Potential providers of WSF Functionality
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By Richard Veryard

The growth of software componentry and Web Services,

and the continuing ambitions of eBusiness processes and

services, lead inexorably to a step growth in the scale and

complexity of enterprise systems and collaborations.

Web services and related technologies are also used to

facilitate utility and grid computing, and thus enable a

further increase in scale and complexity.

System componentization and complexity generate a number

of problems. Complex systems can be more difficult and

expensive to install, to tune, to operate and to alter. Most

enterprises already have far more complexity in their internal

and external systems than they can manage comfortably

and effectively. This situation compromises efficiency at

many levels – as well as endangering reliability and security.

Platform providers present a variety of responses to this

challenge.  In this article, we examine two apparently

contrasting approaches – the virtualization approach found

in Sun’s control plane, as well as in HP’s “OpenView”

product; and the development of autonomic computing,

which is at the core of IBM’s strategy.

Autonomic Computing

Best Practice Report

continues...

Introduction
Life doesn’t get any easier. As fast as
technology removes some of the
difficulties and obstacles of business
computing, the demands and ambitions
of business increase to maintain the
challenge for IT management. (Perhaps
surprisingly, the challenge remains at
a fairly constant level over time,
irrespective of technical innovation).

As size and complexity of IT applications
increase, the size and complexity of

system management increases by at
least an equivalent proportion.

Some vendors deny this. They point to
technological developments (including
standards) that seem to alleviate or
eliminate some aspects of complexity in
some areas. And we must certainly give
the IT industry credit for many local
simplifications – from Web Service
standards that simplify connectivity
between diverse systems, to grid
computing that simplifies the sharing of
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resources across large heterogeneous
networks.

However simplifications at one level
often merely expose difficulties at the
next level. For example, syntactic
standardization exposes the need for
semantic standards.

Furthermore, as simplifications at one
level remove certain obstacles to scale
and complexity, systems are pushed into
larger and more ambitious requirements
until similar (or worse) obstacles are
encountered somewhere else.

Meanwhile, advances in system
management and other devices may
naturally lead us to increase the levels of
componentization of infrastructural
elements. Component techniques may
be essential in order to achieve the levels
of reliability, security and adaptability –
but these in turn may escalate the
demands on system management.

This leads us to a series of laws of system
evolution, which can be formulated as
reflections of well-known laws by leading
modern cynics: Parkinson and Peter.

Challenges of Systems
Management
The challenges of system management
can be put under three main headings:
Economics of Scale (Efficiency),
Complexity and Flexibility.  While these
are by no means new challenges, they
take on new significance as business
pressures increase, and as technology
matures.

Autonomic Computing continued...

1. Systems grow in scale and
complexity to use up the
management capacity available.
(Based on Parkinson’s Law).

2. Management is always operating
beyond its comfort zone. (Based
on the Peter Principle).

Box 1

In the past, integration was often expected to reduce the complexity of the
software application portfolio. A single central data store or database would
reduce the proliferation of multiple, overlapping (and often conflicting or
incommensurable) data storage. Functionality would be provided in one place,
requirements would be unified, interfaces standardized. Economies of scale
would be achieved by putting the whole lot onto a single homogeneous platform.

More recent technologies – from EAI to web services – have created further
integration opportunities – at a different level of abstraction. There is much less
need to have a single platform, if all your components and services use protocols
that go across multiple platforms, and pass data around in XML parcels. For most
large organizations nowadays, the potential economies of scale to be gained
from a single platform are easily outweighed by the cost and risk of establishing
and maintaining a single platform.

The growth of software componentry and Web Services leads to a significant
change in the nature of the systems under management. Instead of a portfolio of
relatively discrete applications, IT is faced with a complex weave of interoperating
components and services, including third-party ones, supporting a business
process that often goes beyond the boundaries of the organization. IT services
(including Web Services) may be linked together into large grids, offering a vision
of computing as a commodity or utility.

As business demands become more complex, and more volatile, there is
increasing frustration with technology – and little willingness to invest in systems
with high costs and risks, and low or uncertain return. The novelty of IT has
waned, and business is increasingly run by a generation of managers who have
grown up with IT, and refuse to be awed by its power and mystique.

Box 2: Technological Background (regular readers may skip this bit)

Figure 4: Business Pressure increases with Technological Maturity keeping
Complexity at a fairly constant level.
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continues...

operation to be handled by skilled human
operators.

However, as complexity increases, this
traditional approach to automation
encounters serious difficulties.

1. The system is operating outside its
“normal” range more and more of
the time.

Over time, some system management
functions may be automated or
simplified. The traditional approach to
automation is based on Pareto analysis.
If the system is running normally most of
the time, and if normal operation is the
easiest to automate, then it seems to
make sense to provide automatic control 
for normal operation, leaving abnormal

Cost Focus

Economics
of Scale
(aka Efficiency)

Flexibility

Complexity

Some resources have very low utilization. If I can
increase their utilization by an order of magnitude,
then I can save money.

If I can share resources across a larger base,
then I can gain economies of scale.

The wiring and configuration has become so
complex, and the architecture is so sophisticated,
that it is an expensive process to make any non-
trivial changes.

I need an army of highly skilled technicians to
manage and maintain the system.

Capability Focus

For some critical functions, I simply cannot
deploy enough resources to satisfy the demand.

The system has reached the limits of scaleability,
and additional resources will not help.

However, if I can manage resources at a higher
level of aggregation/granularity, then this may
reduce the scale of the management task, thus
restoring a degree of manageability.

Some changes are simply impossible to
contemplate. An interface or data structure is
used in so many different places and contexts,
for so many different purposes, that we are
effectively stuck with it for ever.

Even highly skilled technicians struggle with the
complexity of the system.

Table 2

Table 3: Normal and Abnormal Operations

Normal Operation 

Efficiency

Control

Conditions

System is tuned for optimal performance under
normal conditions.

Automatic control – e.g. cruise control, autopilot

The system is capable of operating normally when
there are no exceptional conditions.

Abnormal Operation

Efficiency and productivity may be lost during
emergencies.

Skilled human operator takes over the controls –
e.g. airline pilot.

The system operates outside its “normal” range
whenever any of the following conditions arise:

● exceptional levels of demand

● new type of demand

● security violation detected

● resource unavailable or failed

● error condition detected

● system change in progress

2. System optimization assumptions
are invalid most of the time, and the
system operates extremely
inefficiently.

3. In addition to normal failure modes,
there may be increasing occurrence
of so-called Byzantine failure, where
defective or hostile components
conspire rather than failing randomly.
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4. Because the human operators are
prompted to intervene whenever the
system goes outside its “normal”
range, they alternate between resting
and working at maximum complexity
levels, with nothing in between.

5. If the system suddenly switches from
normal operation to abnormal
operation, a human operator must
switch very quickly from casual
supervision to rapid intervention.
(A driver who is using cruise control
and chatting on his mobile phone
may be slower to recognize an
emergency ahead, and may not
brake quickly enough.)

6. Operators who lack hands-on
experience with “normal” operations
struggle to gain mastery of
“abnormal” operations. (Imagine
someone learning to drive on a
skid-pan, without ever having driven
on a normal road.)

These difficulties have been subjects
of serious concern for safety-critical
systems, such as aircraft cockpits and
nuclear power stations. I read somewhere
that one of the factors in the Three Mile
Island disaster was the fact that the
human operators were not adequately
prepared to take over the controls in an
emergency – some thirty red lights
started flashing on the console all at
once, and they didn’t know what to do. 

The Three Mile Island incident shows that
operators need some way of making
sense of what the system is doing, and of
reasoning about the effects of a given
intervention – effectively this means a
simplified model of the system and its
current behavior, and possibly also a way
of simulating an intervention before
executing it. These are requirements for
an effective system management
function – which may be part of the
control interface.

System Control
Control Planes and Aggregation Views
One approach to the challenge of
management complexity is to build a
more powerful yet simple control system.
This is the approach that has been
adopted by Sun in its recently
announced N1 product, partly based on
some recent acquisitions including
Teraspring. It is also an essential
component of HP’s approach.

Although Sun has devoted considerable
development resource to grid computing,
it takes the view that grid computing is
currently a minority interest – mainly
useful for processor-heavy applications
such as manufacturing, digital imaging
and life sciences. Sun’s intention with N1
is to bring the benefits of grid computing
into the mainstream – with specific
reference to the problems of efficiency,
flexibility and complexity.

The first phase of N1, already released,
brings together all operator/administrator
functions into a virtual control interface
known as the Control Plane. The Control
Plane presents virtual access to the
resources and services under
management, and allows configuration
and connection to be performed through
an abstract software layer. Sun believes

that “soft recabling” and related

functionality will greatly improve the

productivity and effectiveness of system

administrators. Furthermore, by

abstracting away from the complexity

and diversity of physical implementation

and location, the Control Plane allows

operators to gain a simpler view of the

entire network. Sun expects this to yield

a significant improvement in system

management capabilities.

Virtualization and Consolidation
HP separates the fact gathering element

of system management from the control

element. OpenView offers a virtual

window on What is Going On. This allows

the performance of various entities to

be viewed – from individual devices

and services, to services and entire

businesses.

By aggregating What Is Going On,

this offers scope for considerable

simplification. Instead of a large number

of micro events, the operators can be

notified of larger patterns – which are

then more amenable to meaningful

action. OpenView provides some

support for analyzing the root cause of

system problems, and can retain

previous problems and actions for future

reference – thus learning by experience.

Autonomic Computing continued...

Year Product Focus

2002

2003

2004

Virtualization

Provisioning

Policy automation

Access to a virtual pool of resources,
allowing “soft recabling”.

New application stack, allowing for more
sophisticated application provisioning of
applications and services.

This is expected to include functionality
to understand prior system usage
patterns, to make predictions and
execute appropriate system changes.

Table 4: N1 from Sun Microsystems
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While OpenView contains some links to
management action, including automatic
corrective action, there are other HP
products that provide a more
comprehensive system management
solution – we’ll come back to these later.

Issues
A control interface acts as a screen. A

screen has a dual function – to display

selected information, and to hide other

detail. Operators or users who rely on

such a screen for their knowledge of the

internal behavior of a system are prone to

the following beliefs:

● That everything shown on the
screen is true – in other words,
users often find it difficult to
accept the possibility that the
readings shown on the controls
may be inaccurate or plain wrong.

● That everything shown on the
screen is important. In other words,
every red flashing light demands
equal attention.

● That everything important is shown
on the screen. In other words,
any system behavior that cannot
be detected by the available
instrumentation is not worthy of
attention.

This means that the quality of the

instrumentation is a critical success

factor for this solution, as well as

appropriate training for operators.

An important property of the control

interface here is the ability to direct/focus

the attention of the user towards certain

events or emergencies, and to maintain

appropriate levels of user-alertness.

Some brands of automobile now have

intelligence and delay built into the

dashboard warning lights so they

suppress some information – for example,

they don’t suddenly flash a warning that

you are low on washer fluid when you are 

in the middle of overtaking a truck.

Aircraft cockpits are designed to give the

pilot enough work to do to maintain

alertness, and to guarantee an instant

response to an emergency.

This in turn places a demand on the

aggregation policies and attention

thresholds. If a single resource

encounters a fault, it may be a trivial

problem that doesn’t merit the attention

of a human operator. If a thousand

resources encounter the same fault, then

this may need immediate human

attention. So what is the threshold at

which a recurring problem suddenly

switches from trivial to significant? If the

thresholds are set too high, then

intervention may be delayed for too long

– but if the thresholds are set too low,

then operators may be swamped

with signals.

Autonomic Computing
Thus one approach to the management
of complexity is to provide control tools
that aim to simplify the task. Meanwhile,
another approach is to expand the
scope of “normal” system operations –
by extending the range of tasks that the
system can manage for itself, and
extending the range of situations that
can be handled without human
intervention.

The notion of self-managing systems is
both an ambitious one, and one that can
be seen as a natural progression from
notions of resilience and fault-tolerance
that have been common in both computer
hardware and telecommunications
networks for many years.

Autonomic computing involves making
the individual components and services
more manageable – which has
implications for their design and
implementation – as well as providing
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asks seven key questions and uses
expert heuristics to generate a
configuration. Data storage hardware
has also been taking on a lot of self-
management functions, as this is an
area where the ratio of labour costs to
hardware costs has been shifting most
dramatically.

Other IBM products have self-optimization
and self-healing functionality. For
example, the latest version of Websphere
includes distributed workload, with
failover and hot deployment.

HP offers some automatic resource
allocation functionality in its UDC (Utility
Data Centre) product range – so that
resources can be allocated dynamically
as required, with appropriate billing
function. A hardware vendor such as HP
can ship boxes with dormant processing
power, which can be activated (and
automatically billed) only when the extra
processing power is actually used.

More advanced functionality is currently
in development. For example, HP is

working on a framework for the
development of configuration-driven
systems called “SmartFrog” (Smart
Framework for Object Groups), which will
include a configuration description
language to describe the precise, desired
configuration of applications composed
of sets of components running across a
distributed system, and a distributed
deployment system to realize application
descriptions, and to monitor and manage
the resulting applications through their
lifecycles.

Security
All aspects of self management are
relevant to security – not just self-healing
and self-protection. For example, see the
security principles in Box 3, extracted
from the work of Cambridge security
professor Ross Anderson.

These principles suggest that a self-
managed system has the potential to be
more secure, not least because certain
functions (such as configuration
management) may be more dependable
when automated.

However, this must be offset against the
risk that a self-managed system may be
more predictable – since even if the rules
and policies are not publicly available,
they may be fairly easy to crack.

Autonomic Computing continued...

a separate management layer. For
example, IBM envisages a self-managing
wrapper around each component – and
these wrappers may communicate
peer-to-peer, as well as with a central or
decentralized management function.
The manageability interfaces will (of
course) be rendered as Web Services.

IBM has identified four aspects to
autonomic computing, as shown in
Figure 5, and has already announced
some corresponding products or product
features. However, these four aspects
are overlapping – we should not regard
them as four distinct management
subsystems, but as four aspects of a
single management system.

Configuration and Optimization
In some complex areas, machines are
already better at configuration than
humans. One example of this is in large
databases – and IBM has already built
self-configuration into DB2 (version 8.1),
its flagship database product. This is
presented in the form of a wizard, which

Figure 5: IBM’s definition of autonomic computing

1. Tight configuration management
is the most critical aspect of a
secure network. 

2. In general, the higher in a
system we build the protection
mechanisms, the more complex
they’ll be, the more other
software they’ll rely on, and the
closer they’ll be to the... human
being. Thus the less dependable
they are likely to be.

Box 3: Security Principles
(source: Ross Anderson)
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Security: Autonomic Computing versus
Autonomous Computing
In previous articles, we have contrasted
the autonomic computing approach
with the autonomous computing
approach championed by Microsoft.

Autonomous computing deals specifically
with security. It concentrates on
establishing self-contained islands –
sometimes called fiefdoms or fortresses
– and these may be protected by
firewalls and other mechanisms.
Autonomous computing makes a
number of simplifying assumptions
about trust and control, which enable
some cross-enterprise applications to
be delivered with reasonable levels of
security. However, there are some
significant security problems that remain
unsolved by autonomous computing,
and some serious restrictions in the
scope of applicability.

Microsoft sees autonomous computing
as a practical short-term solution to
security. It recognizes the need for a
different approach as systems become
larger and more complex, and is working
on aspects of autonomic computing as
a longer-term research direction. We do
not expect product announcements in
this area from Microsoft in the immediate
future.

Resistance: Change and Security
An immune system gives one a degree
of resistance against disease or
dysfunction, and this is a key self-
protection mechanism for autonomic
systems – the ability to resist
unwarranted interference. But at the
same time, the system must be able to
accept legitimate intervention by
appropriately authorized persons. This
creates a potential design conflict
between security and ease of
maintenance.

This can perhaps be understood by
considering the analogy with human
medicine. For some operations (such as
organ transplants), doctors need to
suppress the normal immune system
response, in order to prevent the new
organ being rejected. However, if this
mechanism is available to doctors, it is
also available to disease organisms –
and some of the most virulent human
diseases are those that attack the
immune system.

Thus system management is always a
weak spot in security. If a hacker can
impersonate the top-level administrator,
then she can switch off selected security
alarms. Some system engineers leave
back doors and other cheats, to provide
maintenance access. However, this
leaves enormous security holes, and
keeping the back doors secret is not a
long-term viable option.

Operator Intervention
One of the issues of automation is the
degree of human override that is
desirable or possible.

If we think about the analogy with the
human body, there are many different
levels of intervention. See Box 4.

One implication of self-configuration and
self-optimization is that if the system can
perform these functions better than the
human operators, then there may be no
useful role left for human operators. The
distinction in Table 3 vanishes altogether
– at some point in the not too distant
future there may be no operating
conditions that human operators can be
trusted to handle better than the system.

Science fiction got there first, of course.
Robots that were so complex (and
“intelligent”) that they didn’t allow for
human control. This has been presented
in countless stories and films as a
nightmare scenario. But we are already
surrounded by man-made systems and
components that are beyond human
control – including malware, malicious
software such as viruses and worms.
(A software virus doesn’t usually have an
“off” switch, and the decommissioning
of an industrial process such as a

nuclear power plant can be an immensely
tricky task.)

And there is no point providing an array
of knobs and dials (or their software
equivalent) if there is no meaningful
human intervention using them. If an
autonomic system is going to have knobs
and dials at all, the instrumentation will
have to be very much more sophisticated.
Furthermore, there is no use having
separate instrumentation for each
component, without the ability to link
them together conceptually. IBM is
currently working on the HCI implications
of autonomic computing.

Summary of Findings and
Advice to Members
We started this article by setting up a
contrast between the virtualization
approach championed by HP and
Sun, and the autonomic approach

1. I can take over directly - e.g.
walking, driving

2. I can intervene indirectly - e.g. I
can take various substances to
stimulate or suppress my
immune system, but I cannot
take direct control over the
immune system response.

3. I cannot intervene - e.g. a reflex
that is “programmed” into the
nervous system

Box 4: Levels of Intervention
(analogy with human body)
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Autonomic Computing continued...

Process Issues

Development
How do we build an autonomic system?

Based on what kind of model?

How do we test it?

Based on what kind of test cases?

How do we install it? Does this involve a progressive
(planned) withdrawal of intervention and control?

Maintenance
How do autonomic systems adjust to changing business
requirements?

Governance
How (in whose interests) are autonomic systems managed?

How do we know that an autonomic system is operating
“correctly”? (Given that the instruments for monitoring the
behavior of the system may themselves be part of the system.)

Model-Based Management

Challenge

As systems become larger and more complex, we can
expect increasing reliance on automatic or semi-automatic
policy management tools.

We believe this calls for a model-based approach, to make
policies and their effects visible to management.

Current State of the Art
Present-day policy management tools typically control a
large system through a complex array of technical policies

● security policies

● resource allocation policies

Issues
Tools Technically Focused - Policies Maintained by System
Administrators

Policies Defined Bottom-Up - Lack of Integrated Perspective

Poor Management Visibility of Policies and their Effect

Requirement

Model-Based Planning

Business Case

ROI

Model-Based Development

Business Process

Software Architecture

Model-Based Policy Management

Policy Formulation

Policy Implementation

Policy Change (What-If analysis)

Model-Based Governance & Control

Instrumentation

Financial Control

Ability to communicate and agree policies

Ability to verify and validate the implementation of policies

● in technical systems 

● in organizational systems

Ability to explore the implications of policy changes

● what-if analysis

● simulation

Table 5: Process Issues

Table 6: Model-Based Management
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System Issues

Upside

Efficiency – reduces administrative overhead.

Releases conscious brainpower for higher (cognitive)
functions.

Hides complexity - when you see a small child learning to
walk and talk, you may appreciate the complexity of the
task s/he is trying to master.

An autonomic response is often much better and faster
than a consciously calculated response.

Downside

Autonomic response may be incorrect or excessive. For
example, an allergic reaction such as hay fever or eczema
(false positive).

Autonomic response may be hard to change.

Conscious intervention or override may be ineffective
or dangerous.

Table 7: The Value of Autonomicity

championed by IBM. However, there is a
great deal of commonality between
the vendors – both in the long-term
vision and in the short-to-medium term
roadmap. The fact is that adaptable
and autonomic computing is going to
take many years to implement fully.
Establishing a proper management layer
of control systems and instruments
seems a reasonable place to start –
as well as enabling data centre
consolidation and perhaps releasing
economies of scale fairly quickly.

This is not the first time that we have
pointed to the domain of safety-critical
systems as the proving ground for
concepts, mechanisms and techniques
that potentially have a much broader
applicability. As long as safety-critical
technologies such as fault-tolerance or
resilience have a significant price-tag
attached, then they will be cost-
justifiable only in special cases.
However, we can see the incremental
cost of these technologies coming down
as they move into the mainstream – and
at the same time, the need for these
technologies increasing as mainstream
computer systems.

For both solutions, we see
instrumentation as a key issue. Where 

and how can human control be
exercised, and how effective is this
control?

The development and implementation
of these solutions is going to be
incremental. We are not going to switch
suddenly from traditional to new modes
of system management, but there will be
a gradual transition as the tools and
instruments become more sophisticated,
and our trust in them becomes firmer.

There is some evidence that the vendor
communities have aggregated a number
of specific initiatives into grander
strategies, and that there is as yet no
overall plan or management system.
While several of the vendors offer a clear
vision of the long-term prospects for
computing, their respective product
roadmaps can sometimes seem
opportunistic, and may appear to have
been constructed bottom-up. It is by
no means obvious that the current
boundaries of systems management
products that have been arrived at
arbitrarily by evolution of individual
(vendor) product footprints, would meet
the requirements of a top down systems
modeling exercise.

Our advice to members is therefore both
strategic and tactical. At the strategic

level, you should expect system
complexity to continue to increase over
the next few years – with some
significant leaps at the point where you
implement certain key technologies
(including Web Services and grid) or
where you take these technologies to the
next level. You should therefore
formulate a strategic approach to the
management of this complexity.

At the tactical level, you should learn
and use system management tools and
instruments that offer some support for
the management of complexity, and you
should move towards components
and services that offer support for
your selected strategic approach.
Consolidation and virtualization seem
offer reasonable short-term advantages,
while providing some stepping stones
for a longer journey.

You should also have a clear picture of
your IT processes. If your configuration
management and change management
procedures are already in good shape,
then it will be easier to automate them
when the tools are ready. Best practice
standards are widely available, including
the SEI’s CMM and ITIL.
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autonomous computing is yielding
benefits may be that the old success
measures for data centre management
become less relevant, and management
attention is focused on metrics at a
higher level of abstraction. When system
administrators are managing services
rather than resources, and IT directors
are concerned about the ratio of services
to system administrators, then it will be a
sign that the resource management
aspect of system management has made
great progress. However, this will only be
the starting point for further innovation at
a higher level of system management.

Thus if we project forwards into the
future the successes that the vendors are
all promising us, this will place the
spotlight even more centrally on the
management of Web Services, and the
complexity issues that arise from this.

Federation
The leading vendors are keen to see their
solutions extended – both to other
vendors, and to systems that go outside
traditional company firewalls. It may be
a little while before this happens on a
significant scale – but we must expect
new challenges in implementing these
solutions in extended mode.

At present, there are some limits to the
ability of mainstream system management
tools to communicate with other
instances of themselves across
organizational boundaries, let alone with
instances of their competitors. In the
future, we must expect a system
management solution such as HP’s UDC
to communicate fully with itself. Thus
two installations of UDC in separate
companies would be able to negotiate
resource allocations between
themselves. (This is probably about a
year or so away.) Some of the vendors
will be publishing APIs, so that their
partners can create products to link into
the system management engine. Further
ahead, we should expect standard
exchange protocols to be agreed
between the major vendors.

The dream of a heterogeneous planetary
grid is going to require considerable
effort from all the vendors, and will raise
a range of issues from technical
standards to policy management and
system governance. Meanwhile, the
current offerings can be understood as
steps towards this vision.

Richard Veryard  richard.veryard@cbdiforum.com
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Next Steps
System Modeling
It’s time to start building a systems
model of your environment. No longer
can you rely on the vendor, because
while the vendors should be providing
this view at a component level, it is
the assembled, heterogeneous and
customized components that comprise
the complete system – and it is this
whole system that needs to be modeled
to understand how it behaves in support
of your business requirements. 

An interesting question is whether you
can delegate the responsibility for this to
your ASP or hoster? And the answer
surely is yes and no. Yes you can
delegate modeling of the individual
components, but you are still
accountable for the observable
behaviors at the point of delivery. At
the most extreme, this is simply part of
the outsourcing contractual terms and
conditions.

ROI
Although some of the technological
aspects of both approaches are tried
and tested, the whole solution is new. We
shall be looking for system management
metrics to compare the effectiveness of
the different solutions in different
environments, and we need models to
determine the ROI of these solutions.

Autonomics needs to be planned,
managed and implemented (from both
vendor and enterprise consumer) as part 
of a wider process improvement. -
system modeling is key driver of process
improvement. An ROI model is the
management control device. To date we
have not seen any evidence of these
management devices, even thought
there is general agreement from the
vendors that these are high priority
items. 

One of the signs that the move towards
improved system management and

Autonomic Computing continued...

Figure 6: Towards Federated System Management
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By David Sprott

Web Service management platforms enable monitoring

and manipulation of Services at execution time and

enhanced service level management. Clearly this is

essential to manage the Service Level Agreements (SLA’s)

covering federated Services, in order to deliver, and to be

seen to deliver trusted Services. However managing

adherence to SLA’s is only the start of what’s possible

using active run time Service management, and the same

technical capabilities can also be used to deliver enhanced

business models. In this report we discuss the requirements

and provide a framework for using the new Service Level

Management (SLM) technologies.

Reengineering
Service Level Management
A framework for managing
Service provision

Roadmap Report

Introduction
Web Service Management platforms
provide us with some interesting new
capabilities that allow us to both monitor
and manipulate the execution of
Services. As we have described in our
series of reports on the Business
Services Server(1), the management
platform typically provides a technology
neutral view of the platform services
required to manage a complex mixture of
Services from many sources. The end to
end view that is available to the Service
management platform allows the
Service provider and the consumer to
understand in real time if necessary, the

performance being delivered, and to
take appropriate actions to rectify non
compliance with an SLA. 

Most organizations will currently have
monitoring tools in place to manage
SLA’s, but these will typically be
implemented in a manner that is specific
to a layer or platform, because they are
technology dependent. The Service
management platform is a big
improvement because it allows us to
monitor at the business service level of
abstraction, which is meaningful to the
customer, and also to integrate point
management tools into the big picture.
This is directly analogous to

continues...
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Clearly modifying headers in a proprietary
manner is highly undesirable, and we can
expect standards to emerge in this area.
Talking to IBM, they tell us that this is
“next on the list”. The anticipate a)
standardized operations on a Service
that enable a Service request that returns
performance information and b) standard
header formats that facilitate same. IBM
indicates we can expect to see activity
this area this year. Also of interest is that
these requirements will be largely
identical to the SLA needs of the Grid
computing layer, and we would hope to
see some collaboration between the
GGF and the W3C on this. More
generally this points the way to
impending convergence between Service
Management Platforms and Grid
computing, but that’s another story.

SLM Role Models
Service level requirements also vary
depending on whether you are a provider
or consumer. Not surprisingly each party
has quite different concerns and care-
abouts. Both parties to the Service
agreement will utilize the management
platform, but for different purposes, as
summarized below: 

The Provider:

- makes agreements and implements
as SLM policies 

- uses real time tracking, with
mitigation strategies to resolve
issues

- anticipates SLA non compliance
and takes appropriate actions such
as reprioritization and reallocation
of resources

- monitors compliance with
agreement

The Consumer

- makes agreements and implements
as SLM policies 

- tracks and monitors SLA
compliance in real time

- switches dynamically to alternative
Service providers if necessary

- carries out mitigation actions as
required such as reprioritization of
consumer side services and
resources

- monitors historic compliance with
agreement

And as mentioned previously there may
be multiple instances of both provider
and consumer involved in the provision
of a single Service.

SLM Maturity Model
The requirement for SLM technologies is
dictated by the developing usage of
Web Services. It’s no surprise therefore
that most people will start with SLM
requirements that address issues such
as internal usage analysis and
performance monitoring to support
tuning and infrastructure stabilization. 

In the coming year however, federated
Service architectures will roll out using
the new security, transaction and
coordination protocols and we can
anticipate requirements that address
formal SLA’s. 

Also as services are deployed on an
inter-company basis, the SLA’s may well
become formal commercial instruments,
and could easily have significant
commercial implications and hence a
cost of non compliance. The Service
management platform enables what we
will refer to as “active management”
potentially modifying both the
prioritization and or the resources
available to the Service or a class of
Services, to ensure compliance with
the SLA.

It must be said that at present
prioritization functionality in most of the 
Service Management platform products
is relatively immature, and is achieved

Reengineering Service Level Management continued...

reengineering a business process, to
give the customer end to end visibility in
terms that are meaningful to them, rather
than advising them of the status of
subsidiary sub process steps.

Service Platform
Requirements
Tomorrows application environment is
going to be much more complex than
today’s. Multiple parties participating in a
single transaction will be commonplace.
This changes the way that we manage,
and hence monitor what’s happening.
First we need to monitor different things
to ensure that we know where failure or
non compliance (with one or more SLA’s)
is occurring. So whilst we need an end to
end view, we also need a multi-step view
that allows us to drill down for diagnostic
purposes. If there’s poor performance, is
it happening at the provider side, at the
intermediary, or the consumer? 

Also it is going to be very common for
each of the parties to have SLA’s with
each other, relating to sub process steps,
in order to deliver the end to end
agreement to the real customer. So for
any one Service, there may be multiple,
overlapping and concurrent SLA’s each
of which need to be tracked, reported on
and non compliance or faults diagnosed
and acted upon. A further dimension of
complexity is that any one Service may
be part of multiple process type
instances, where each process type
may have different consumers, each of
whom may have different objectives and
threshold events.

This will require additional data. For
example we will probably need SLA
headers in the message that record such
things as time-stamps at the start and
finish of each sub-process. It will also
be useful to record context and rule
information to assist fine grained, after
the event investigation. 
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and available functionality

and standards.
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business models and patterns that
capitalize on SLM capabilities below.

Very clearly we are at the very start of an
evolutionary process, both in terms of
need and available functionality and
standards. In Table 1 and Figure 1, we
show the maturity model that many
organizations will naturally work to. This
progressive maturity process will require
incremental capabilities in both the Web
Services architecture and the business
product development processes.

largely by “deprioritizing” less urgent
Services in order to favor the more
urgent. We fully expect tighter integration
and or optimization with the application
server layer to provide more sophisticated
control mechanisms in due course.

In addition to resource management
functionality, the archetypal Service
management platform also provides us
with policy implementation mechanisms
that allow us to select alternative
Services, and or to vary the rules
governing Service usage. We will look at 

continues...

Figure 1: Maturity Model Phases

Level 1 - Basic performance and
availability

Level 2 - Active management

Level 3 - Federated management

Level 4 - Product Integration

Measure success

Justify investment

Diagnose causes of failure

Ensure top service for important systems

Manage by users, or types of request

End to end metrics across multiple steps

Manage formal and informal agreements

Alter service offered dependent on
commercial arrangement

Table 1: The SLM Maturity Model
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Reengineering Service Level Management continued...

Product Integration
Way back in December 2000 we
published a report on an interesting
concept called Differentiated Service(2).
In this report we described how we can
learn from the telecom companies who
have already blazed a trail in Service
thinking. We described how Network
Management practices have become
increasingly dependent upon policy
management tools which dynamically
manage the configuration of a network of 
services, which are differentiated
according to some preset rules or
policies. 

Of course in the business world
differentiated services have become
commonplace. Gold card holders get
preferential services over and above
silver card holders, who get services over
and above bronze card holders. In the
communications world this technique
might be deployed as different prices at

Service Differences Control Differences

Data quality
● precision/accuracy/granularity

● latency/timeliness

● scope/horizon

Security access
● to specific operations

● to specific objects

● copy protected/
open source document

Technical quality
● Speed/response time

● Performance/throughput

● Reliability/availability

Cost/resource usage

● Price paid

● Customer type (e.g. gold card versus
plain card)

● Transaction type (e.g. voice over
data, stolen card report versus new
card request)

● Customer/transaction history
(e.g. recent complaint, previous claim)

● Connection type (e.g. high/low
bandwidth, inside/outside firewall)

● Software type (e.g. Java-enabled
browser versus text-only browser)

● Security level (e.g. customer,
employee or privileged employee)

and other possibilities...

Table 2: Differentiated Service Framework (CBDI/Veryard 2000)

The real prize is to

integrate the SLM

infrastructure with

business product

development that stratifies

Services offered in order

to create new business

opportunities and to

proactively manage levels

of customer satisfaction.

different times of the day, or prioritizing
pure voice over VOIP. In the Services
world these techniques have widespread
application, and we can use the notion of
differentiation to vary the level of Service
provided. 

In Table 2 we suggest there are two
primary classes of Service differentiation,
quality and control. Using Service quality
as a differentiator we might create a
range of Services, for example share
price reporting with different levels of
currency, ranging from real time through
to 15 minute time lag to 24 hour update. 
Service controls such as price, type of
customer (gold, silver etc) or security
level could then be used to determine the
Service that is offered to the user at the
time of request.

Conclusions
Service level management techniques
are set to change quite dramatically over 
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most enterprises this will become
integral with the core business product
offering.

David Sprott  david.sprott@cbdiforum.com

1. The Business Services Server Report
http://www.cbdiforum.com/bus_services1.php3

2. Design Pattern: Differentiated Service
(Fewer Interfaces than Components)
http://www.cbdiforum.com/secure/interact/
2000-12/design_pattern.php3

lower priorities, but to make this self
evident to the customer by making it an
intrinsic part of the business transaction. 

Today most organizations are focused on
internal and or trusted B2B relationships. 
However it’s important in planning 
Service infrastructure and architecture to 
recognize that capabilities implemented
today should be capable of evolving to
support a much more dynamic Service
delivery environment. Further that for

Amberpoint is a Web Services management product that is designed to actively manage Web Services and deliver a managed

QoS. The product uses an agent architecture in which agents provide management services on a platform neutral basis. Base

platform functionality includes Monitoring, Access Control, Online Upgrade and Logging.

The recently announced Service Level Manager is an independent product and aims to provide a comprehensive service level

management system that optimizes performance and availability of Web Services depending on business priorities.

Functionality includes:

● Definition of informal and formal service agreements, with service level thresholds and actions to be taken

● Automated set up of pre-defined instruments - response time, throughput, faults, downtime, by Service,

User or Agreement

● Collecting real time and historical metrics for services and processes as well as individual operations. API’s are

provided for integration with existing data collection points including SNMP, Siebel, Tivoli, Openview, as well as custom

integration with 3rd Party products

● Monitoring and notification with business oriented alerts

● Diagnosis and impact analysis

● Mitigation policy implementation with prioritization of service levels by context - for example specific users, groups,

or operations by any user-defined business context

● Preemptively resolving issues in real time based on defined business goals, thresholds and historical data

● Analyzing and reporting segmented by business use

The AmberPoint SLM is non invasive and can operate on a federated basis. It integrates with the AmberPoint Management

Foundation and other agents in order to both collect data and to execute policy

More information at: http://www.amberpoint.com

the next 48 months. In the first phase, we
will have much better control over the 
service levels that we agree, provide and
consume. But the real prize here is to
integrate the SLM infrastructure with
business product development that
stratifies Services offered in order to
create new business opportunities and to
proactively manage levels of customer
satisfaction, not merely by providing
more resources to the higher priority
transactions, and less resource to the 

AmberPoint Service Level Manager
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By Jonathan Stephenson Introduction
PolarLake is a Dublin based company
that develops on the Java platform and
have used their experience in the finance
sector and CORBA middleware to
develop a powerful platform for XML
document based commerce. The key
benefits are:

● Increased development productivity

● Built-in transport layer supporting
synchronous and asynchronous
messages

● Optimal XML processing
performance

● Flexibility of the solution

● Ease of maintenance

As the de facto standard for business-to-
business information exchange, XML
document processing will be involved in
most projects undertaken today. In
particular, PolarLake understands the
performance issues associated with
large XML documents and also the
routing and transport issues.
Synchronous and asynchronous

messaging is supported using either
PolarLake’s own transport protocols or
via an industry standard messaging
middleware.

By modeling an application as a number
of discrete steps that are chained
together using rules stored in an XML
configuration document rather than
being hard-coded in the Java
processors, a system can be assembled,
reconfigured and its components
re-used to benefit the business.
PolarLake provides a graphical design
tool where you literally draw the system,
chaining together processors and rules
to build up a process pipeline. Java
components that you develop and
PolarLake system components are
slotted together so that decision trees
are constructed based on the content of
the XML documents received. This not
only provides a graphical overview of the
system but also adds flexibility at
the business and technical level.
Deployment, debugging and system
management tools complete the
development toolkit.

Abstract: Few would deny that XML has made a dramatic

impact on the way we develop software for both enterprise

and domestic users. The tools used by developers are for

the most part standard programming languages and web

servers. PolarLake have looked at the issues faced by

companies building complex XML-based systems and built

a flexible and scalable platform for application development.

PolarLake provides development productivity, performance,

re-use, and ease of maintenance.

PolarLake

Product Report

PolarLake provides a

graphical design tool

where you literally draw

the system, chaining

together processors

and rules to build up a

process pipeline.



Once you have constructed each circuit,
you can test it using PolarLake’s
graphical monitor/debugger. This allows
you to create test documents and trace
them as they flow through the circuit.
Break points are supported and audit
trails can be saved for the purposes of
regression testing.

Since PolarLake hides all of the
infrastructure and middleware
programming, developers need only
focus on writing the application’s
business logic within event processors.

XML Processors
PolarLake provides SAX and DOMs
processors for document manipulation.
PolarLake has addressed the
performance issues associated with
parsing large XML documents by
implementing an event-driven system
based on the SAX specification. The
architecture is streams based, this
means that a step in the pipeline does
not have to complete before the next
step sees the document. The PolarLake
SAX processor is compatible with the
standard Java SAX class definition. The
documents are streamed through the
parser, triggering events in your handler
as the nodes in the document are
located. This is in complete contrast to
the DOM (document object model)
approach that loads the whole document
into an object representation and then
navigates the object tree in order to
extract information. Any system that is
based solely on the DOM model will be
slow and memory inefficient because the
DOM tree has to be completely built and
torn down at each step of the process.
PolarLake supports both SAX and DOM
approaches and there are cases where
you may choose to use the SAX model to
iterate through a list of transactions and

Productivity Gains through
Orchestration
In the current climate of carefully
controlled IT spending, PolarLake
justifies its price tag on three main
counts:  performance, productivity and
ease of maintenance. The development
environment is particularly easy to use.
Circuits are built up and configured using
a highly graphical drag and drop
workspace. A circuit comprises a set of
event processors, each processor
responds to incoming SAX events,
processing XML and feeds the next
processor.  In the graphical workspace,
circuits are assembled into the
processing pipeline by specifying XPATH
queries, which govern the conditional
routing of documents through the paths
of the circuit, and by configuring the
individual processors through their
property sheets.

The result is a highly graphical picture
showing how the application is
structured. New applications can be
rapidly assembled from existing circuits
or by extending existing applications by
adding new XPATH conditions and new
processors.

Application event processors can be
written using any of the following:

● Java (created using plug-ins for
familiar IDEs). Classes that conform
to SAX or JDOM are supported.

● Script based (using XSLT or
BeanShell).

● PolarLake applications can also
bridge to outside Java, EJB or
COM systems.

● With the Database integrator, they
can also be mapping components
into database tables, or calls to
stored procedures.
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continues...

then for each one, load a small sub-tree 
into the DOM parser to process the
transaction. Developers can choose their
own document processing tools as long
as the interfaces conform to the
expected interface types. Above all the
PolarLake approach avoids the pitfalls
associated with XSLT based
transformation which is too slow for
large documents.

Reusable Components
Having established the platform in the
first release, work with customers has
driven the production of ready-built
modules from which systems can be
constructed without cutting any Java.
The XSLT, BeanShell and SOAP
components are part of the set shipped
with the base product; the database
integrator and message integrator are
licensed separately.

SOAP module
This handles Web Service requests
(both incoming and outgoing) in a
transparent manner.

BeanShell
The BeanShell scripting component is
used for simple string manipulation
for example, stripping and adding a
new envelope to an incoming XML
document.

XSLT Transform
The transformation component provides
the circuits with the ability to apply an
XSLT document to an XML document.

Logger
Logs messages.

Validator
Compares XML input against a schema.

Database Integrator
This allows the non-programmer to take
an XML document and map nodes to



columns in a relational database and to

insert/update/delete records. Stored

procedures are also supported.

Enterprises are generally happier with

mission critical information, such an

equity trade request, sitting in their

database than in a queue of documents.

Once in the database traditional

RDBMS skills can be used to finish the

integration with the back-office systems.

Messager Integrator
Despite the high media profile for Web

Services over HTTP, most mission

critical XML projects in the world of

financial services are being done well

behind the firewall using tried and

tested transports like MQ Series. The

message integrator component provides

interfaces for transports based on JMS

(MQ-Series, Tibco Enterprise, SpiritSoft

SpiritWave, and Sonic MQ), plus

HTTP(S), SMTP, and file system.

MS-MQ and Tibco Rendezvous support

are available as add-ons to the

PolarLake Messaging Integrator.

Message Integrator allows you to define

transaction boundaries when processing

XML from JMS queues. Messages are

deleted from the queue only when the

processor commits the transaction.

You construct systems by chaining

together components and setting the

parameters in the property sheets; the

circuits can include components you

build yourself using Java and one of the

supported IDEs (Sun ONE, Borland or

Eclipse).

DIY Java Components
Building your own components for

PolarLake requires knowledge of Java.

Integration with JBuilder, Sun ONE, and

in the future IBMs Eclipse development

environments, means that the basic

outline of the code is done for you. The

component uses the SAX or JDOM
interfaces and the class generated
assumes XML is arriving and XML will be
sent on. There is no special class library
to learn because processors conform
to either the SAX or JDOM interface.
The programming examples are well
commented and there is ample
documentation.

Support for Services Oriented
Architectures
The whole world of software design is
currently dominated by the Web Services
approach. PolarLake supports XML Web
Services in the following ways:

● Wizard based generation of ‘thin’
wrapping of existing Java classes,
EJBs and COM components.
These require no coding and
generate configuration files which
allow PolarLake servers to receive
SOAP requests and call the
appropriate backend components,
and then complete the trip by
constructing the expected SOAP
response and sending it back. In
addition, the appropriate WSDL is
also generated and this can be
loaded into web servers (also
included in a simple web based
query tool which allows developers
to look at Web Services available
on a given web server).

● SOAP, UDDI and WSDL modules
allow any PolarLake applications
to act as consumers or providers
in Web Service based interactions,
with minimal effort (The UDDI
module supports querying of UDDI
registries, PolarLake don’t provide
a registry in the product). A single
PolarLake application can act as a
provider and consumer of multiple
web services.

● Support for SOAP over JMS

Figure 1 illustrates the service façade
approach to building an enterprise
services bus. Existing software assets
can be exposed as services very easily
but this produces fine-grained services
that are inefficient when used on external
networks and are often meaningless
function calls designed for close-coupled
intranet systems. SOA requires coarser
grained services which map easily to
business process. PolarLake circuits
provide an elegant solution to the
wrapping and transformation of existing
components and function calls to
provide the business services bus.

In addition to the wrapping and
transformation, PolarLake significantly
reduces the risks of exposing internal
software assets as services through its
ability to provide context checks and
enforce correct sequencing of method
calls. The simplistic approach of
exposing methods and component
interfaces is a high risk strategy;
PolarLake provides a decoupling layer
that minimizes risk by enforcing checks
and rules in the runtime environment.

The flexibility of the PolarLake circuit
designer makes it relatively simple to
provide alternative presentations of the
services interface so that partner
organizations that may have less
flexible XML formats can be rapidly
accommodated. We believe that as more
enterprises and especially SMEs
implement their services bus the
mismatch of XML schema will be an
inhibitor unless tools like PolarLake are
in-place.

PolarLake Express
The Express product is a cut-down
version of the server, which can be used
to expose existing components as Web
Services. It consumes COM, EJB and
Java classes to provide XML web
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PolarLake continued...
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● Monitor resource usage and
gather statistics

● Hot Swap System and application
Management

● Monitor current status and change
active rule sets

Initial Impressions
CBDi downloaded the standard
evaluation software from the PolarLake
web site and installed it on a fairly
average laptop. The ‘out-of-the-box’
experience was positive; the installer was
informative and gave plenty of feedback
and pointers for configuring the system
to use an existing Java 1.3 runtime. The
application ran fairly quickly considering
it was Java. The documentation and
tutorial are very clearly laid out and
logical and we had no difficulty in running 
and following the tutorial through. The
Getting Started guide covered some
fairly simple concepts very well, but kept 
well clear of difficult programming

services and manages the WSDL and
routing of the SOAP message through to
the implementation code.

Deploying And Managing Your Solution
PolarLake is a Java application which
normally runs as a stand-alone java
application, three standard configurations
supported are:

● Stand-alone PolarLake Server

● Stand-alone PolarLake Server with
embedded Web Server (typically
used during development and
early testing to avoid the need for
setting up and configuring a
separate Web Server)

● PolarLake Server embedded in a
Servlet Engine (i.e. dedicated to
handling requests delivered via
the Web)

PolarLake is shipped with a management
console, or you can integrate with a
SNMP compatible product like HP
OpenView or BMC Patrol. Using the
supplied management console you can:

● Start/stop PolarLake instances
and applications

● Add instrumentation and debug

● Reconfigure instances

Figure 1: Service Oriented
Architectures

Figure 2: SOAP Integration

content needed for the more complex
tasks. The programming guide included
a range of source code examples that
covered the programming model.

The GUI circuit designer was particularly
easy to use and it is easy to understand
how much more productive developers
would be once the basic components are
created. The screenshot in Figure 3
shows a simple circuit that implements
a business rule.

Case Studies
The following customer case studies
illustrate the type of scenarios PolarLake
is being used for.

Financial Services – Fund Management
A leading fund manager has a mixture
of platforms: IBM, MQ Series and
Microsoft SQL Server. The task was to
map the XML documents flowing over
MQ from the back-office systems to the 
SQL server databases. Three key
requirements were:
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● Ability to deploy into a mission
critical environment, with set
performance, scalability
requirements

● Integrate with existing database
application (Microsoft SQLserver),
selected management platform
(BMC Patrol) and messaging
infrastructure (MQ-series)

● Provide an easy to use
development platform to allow the
system to be extended to process
new types of documents without
disruption and zero coding.

The Solution
Two PolarLake servers were deployed as
a fail-over cluster. The application
receives XML from MQ Series queues
and sends it to the relational database.

The XML documents being processed
are long and complicated, reflecting the
structure of the financial instruments in
each fund. PolarLake receives and
validates each document within the
transactional boundaries of an MQ
Series transaction. Mail alerts and error
logging is implemented at each stage of 
the processing chain. Once unwrapped

the XML content is used to update the
SQL Server database using the Database
Integrator component.

Telecomms – Information Services
Provision
A leading mobile operator in the U.S.
with subscribers in three states has
focused on data services such as email, 

PolarLake continued...

Figure 3: Circuit Designer

Figure 4: Funds Management Pipeline
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The Solution
A PolarLake server was configured using
the Database Integrator to receive
content from a number of different
transport connections, assemble new
content documents and update the SQL
Server database.

Market Analysis
PolarLake stands out from the current
clutch of Web Services software
products in the way it was focused on
the real-world customer requirements of
XML and non-XML content processing
rather than specializing on the emerging
Web Services paradigm. PolarLake does
of course support Web Services and
uses the Express product, which exposes
Java, EJB and COM as Web Services,
as an entry level ‘product-lite’. But the
emphasis is on XML, SOAP is regarded
as another form of XML content.

The XML document exchange paradigm
is well established in the world of
financial services and over the next year
the industry is going though some major
re-engineering to support standards
such as FpML, XBRL, MDDL, swiftML,
FIXML, RIXML, NewsML, and so on.
There is clearly going to be a vast
amount of XML data to process and

weather, financial and sport. These are
made available to its mobile subscribers
and to standard phones. In order to
increase the range of services available
and make the infrastructure more
adaptable to new information feeds and
XML-based architecture was required.

The existing SQL Server application
stores the subscriber preferences and is
a staging post for the information to be
provided. The data sources are varied
and include XML and non-XML content,
as well as Web Services. Some of
the information feeds include XML
documents that run to several
megabytes and data such as sports
results must be available instantly.
PolarLake was identified as having the
features needed for the new system, i.e.

● Scalability and reliability: to support
their rapidly increasing subscriber
base without downtime and
without delays.  

● Flexibility: to allow the company to
define, implement and deployment
new services in days

● Performance: to allow time critical
information to be received,
processed and forwarded to
subscribers in real-time.

PolarLake have responded directly to
customers to provide a platform for
dealing with it in a flexible and scalable
way. Other industries are following on in
their adoption of XML standards and we
expect to see more activity in
telecomms., retail and construction. The
imminent widespread adoption of XML
for patient records in the UK National
Health Service and the e-government
initiatives are further examples of
growing markets. 

Over the last 9 months we have seen the
PolarLake product develop to provide
more ready-built capability such as the
Database Integrator and the Message
Integrator and this type of code-free
system development will further enhance
their potential value to users.

Product Summary
PolarLake is an extremely polished and
well produced product. It has a wide
range of applications and its potential
market is growing fast. We found it easy
to install and use and were particularly
impressed with the quality and depth of
the documentation. It will appeal to:

● System Architects looking for a
flexible architecture for efficient
processing of XML content;

● Companies who, having adopted
Java, need to jump start their XML
document-oriented development;

● Systems integrators who need to
re-use XML Java components in
different applications and who can
develop highly optimized industry-
specific components.

Above all, they have customers, which is
always a good sign!

Jonathan Stephenson
jonathan.stephenson@cbdiforum.com

More information at: http://www.polarlake.com/

Figure 5: Mobile Data Services Solution
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