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Simplification and Abstraction

Over the years we have all come to accept the huge complexity inherent in 
enterprise class systems. I was interested to see an article late last year in the 
Economist that encapsulated many conversations that I have had–that as an 
industry we are facing a crisis of complexity. Even the elegant Service Oriented 
Architectures that most corporations are now (thinking about) embracing 
are likely to be sub-optimal. In most cases SOA implementations are purely 
sweeping the dust under the carpet, and the resulting architecture is a façade 
that merely hides the awesome mess that lurks beneath the surface.

The core issue is that we don’t think sufficiently about the business component in 
architecture. In fact there is a huge problem looming that as everyone gets terribly 
excited about SOA, they are giving a message to their business colleagues and 
customers that the IT folk have now got this magic tool so they can be MUCH 
more agile, flexible and adaptable. So business folk will relax and figure their role 
in creating an adaptable business design is less important because the IT folk 
can handle pretty much everything they throw at them!

Once upon a time we as an industry rather naively thought there was a magic 
wand that we could wave at this problem. Sometimes the magic wand was 
instantiated as an application package, sometimes as a code generator.

As I assembled this month’s CBDI Journal it occurred to me there is a common 
theme underlying each of the articles this month that relates to this central issue 
of complexity, and I saw numerous examples of simplification and abstraction at 
work in various different ways.

In the area of Grid we are reporting an encouraging level of convergence with 
SOA, which has the effect of enabling not just physical resource efficiency, but 
also information and behavioral effectiveness.

In our report on development tools we report on the development of patterns to 
integrate legacy functionality as services.

In our report on architectural discovery we address the question of how service 
matters impact the business architecture and provide specific guidance on how 
to reengineer a business and provide appropriate direction to the downstream 
service supply task.

Finally in my report on StrikeIron’s service business network I discuss how this 
enterprising company is raising the level of abstraction of service usage, and 
report on how business users with literally no developer skills can use their tools 
to consume services in Excel.

Of course there is no magic wand. But through the continual application of basic 
principles of simplification and (raised level of) abstraction we will gradually 
improve the parts (of the iceberg) that more superficial approaches cannot 
reach!

David Sprott CBDI, February 2005

“ONE way to appreciate 
the chaotic complexity 

that rules in the computer 
vaults (“datacentres”) of 
firms is to imagine, with 
a bit of anthropomorphic 
licence, the journey of 
one lowly unit of digital 

information, or byte, as it 
wends its way on a routine 

mission through a maze 
of computers, routers, 
switches and wires.” 
Companies’ computer 

infrastructures contain a 
Pandora’s boxful of trouble. 

The Economist,
October 2004
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By Lawrence Wilkes

Best Practice Report

Grid and SOA

The notion of grid computing has been around for sometime 
now, but has yet to fully cross the chasm. As with proponents of 
Web Services, a highly relevant technology, the grid community 
increasingly refers to Service Oriented Architecture. In this report 
we examine the relationship between grid and SOA and the status 
of activity in the grid community.

Introduction
“Grid computing offers the power to address some of the world’s most challenging 
problems; for example, struggles to prevent cancer and cure smallpox, to reliably 
predict earthquakes and global warming, and many others.”1

Noble sentiments indeed. But what about more day to day business problems? 
Can a grid approach improve the efficiency of business processes, or improve the 
visibility of information to participants across a supply chain or an ecosystem?

Many grid discussions centre around harnessing the use of potentially massive 
computing power available on a wide network, linking it together to solve what 
are primarily computational horsepower problems that are common in the 
scientific and research domains as mentioned in the opening quotation.

But what about scenarios that are more information intensive? Is grid 
appropriate for harnessing distributed data that could be retrieved “on demand”, 
where resources on the grid are not all crunching the same algorithm, but are 
fragmented sources of information that need to be pulled together and analyzed 
to satisfy a particular request, like a giant service-based data warehouse.

What is grid?
Many will understand grid as a progression of the concepts of distributed and 
utility computing, where a large number of resources are shared rather than 
dedicated to a specific task, and could be located on the Internet rather than just 
in-house providing even greater opportunities.

Many grid examples today are of Computational Grids that are used by the 
scientific community. Though grid is far from limited to this domain, it is this 
community which to date has had the need, funding, and perhaps importantly 
the academic bandwidth to participate.

Though several vendors can provide the necessary grid technology without 
open standards, scalability and resilience is limited to a single platform, 
constraining the opportunities for sharing. The ability to utilize and share more 
widely distributed resources is heavily dependent on standards and this need 

1Towards an information infrastructure for the grid, IBM Systems Journal, Volume 43, Number 4, 2004 
http://www.research.ibm.com/journal/sj/434/bourbonnais.html
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Grid and SOA continued . . .

has been taken up through the work of organizations such 
as the Globus Alliance2 and the Global Grid Forum (GGF)3. 
The formation of the Enterprise Grid Alliance (EGA)4 in 
2004 might be considered a grid group too far, however 
we can expect this vendor driven alliance to have a more 
commercial and business oriented focus.

These groups all hope to drive further grid adoption through 
standardization of protocols and architectures that support 
certain patterns of grid behavior, and place particular 
emphasis on managing resource provisioning.

Meanwhile, there remains a more “casual” use of the term 
grid that refers to a desire that is probably common to many 

organizations to harness distributed and 
often fragmented information sources 
that are spread out across the network/
Internet and where the complexities of “on 
demand” provisioning (for scalability etc) 
are of less importance than simply being 
able to locate and communicate with each 
resource.

An example here is the US DOD Global 
Information Grid (GIG), described as “the 
globally interconnected, end-to-end set 
of information capabilities, associated 
processes and personnel for collecting, 
processing, storing, disseminating, and 
managing information on demand to 
warfighters, policy makers, and support 
personnel”5. The GIG has been referred to 
as a Data Grid in that the objective is more 
to leverage multiple data sources rather 
than the CPU power of a computational 
grid.

However, early work on Data Grid6 by 
Globus and a completed EU DataGrid 
Project7 has been more focused on 
managing data in a grid environment. For 
example resolving how data is accessed 
or replicated across a computational 
grid of dynamically allocated resources, 
transparently to the grid application. 
Again this has been primarily undertaken 
by the scientific community. Similarly, 
some references to Information Grid are 
made in the same context.

In a Computational Grid there are 
normally multiple instances of the same dynamically 
allocated resource type to provide parallel processing, all 
of which need access to the same data set. Whereas the US 
DOD and other organizations are typically less interested 
in dynamic allocation as the resources are already fixed, 
and each resource provides different data. Often the 
requirement is more straightforward integration than 
complex grid behavior. This of course is one of the prime 
scenarios for which Web Services were envisaged.

2http://www.globus.org/
3http://www.gridforum.org/
4http://www.gridalliance.org/en/index.asp
5http://www.defenselink.mil/nii/org/cio/doc/GPM11 – 8450.pdf
6http://www.globus.org/datagrid/architecture.html
7http://eu-datagrid.web.cern.ch/eu-datagrid/
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Figure 1: Service Grid – Classic SOA Three Layer Architecture
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Grid and SOA
The notion of grid in the DOD scenario is the application of 
an architectural layer to provide some structure across an 
otherwise disparate and dispersed set of resources. The 
application of SOA would be natural here with the classic 
three-layer pattern as illustrated in Figure 1 showing 
a Service layer intermediating between the disparate 
resources and Service requestors.

Whilst CBDI’s Business Service Bus concept8 (BSB) and 
the use of an Enterprise Service Bus9 (ESB) would be valid 
strategies for the middle layer in Figure 1, there should be 
increased focus on virtualization and autonomic behavior to 
better qualify it as a grid approach.

Virtualization
A key tenet of grid which is shared with SOA is virtualization 
of the providing resource, enabling transparency of location 
and platform for the resource.

Virtualization enables the grid to scale up or down the 
number of resources from a shared pool to meet the specific 
need without the requesting application having to address 
each instance individually. The sharing of resources on the 
grid reduces costs for each grid user.

This is fine from a computational horsepower perspective, 
but retrieving information from the grid “on demand” to 
optimize business processes and enable the “real time 
enterprise” has a different impact on scalability and 
throughput. Normally a service-based approach is thought 
of as providing the result as the service, not just serving up 
the raw data. However, this can lead to much higher levels 
of service requests across a potentially slow network than is 
necessary compared to querying a local cache or replicated 
database. On the flip-side, replicated or cached data 
needs to be carefully managed to avoid synchronization 
problems.

Service design therefore needs to carefully address data 
volatility. Services that access read-only data that changes 
infrequently could clearly access a local cache. Whereas 
frequently changing data would be best requested from 
its source. Unfortunately, these rules might themselves 
be volatile, and the peaks and troughs of transaction 
throughput could impact the Quality of Service (QoS) 
throughout the day. As such data volatility might have to be 
addressed as a run-time, not just as a design time issue.

Rather than having to code this into each individual Service, 
an additional behavior of the BSB for grid would be to make 
data location transparent. The Service request is always 
made to the BSB which acts as the articulation point10 
– determining whether to satisfy the request locally from 
cached data, or retrieve it from the source. To do this, the 
BSB must also make the decision whether to cache the data 
in the first place, and then replicate it from the source.

The Open Grid Services Architecture (OGSA)11 developed 
by the GGF and research into Data Grids and Information 
Grids now becomes useful, as this proposes a set of 
standard Data Services to enable the movement of data 
across the grid where information sources provide standard 
replication, cache and pub/sub type Services that could 
be used dynamically by the BSB, without the requesting 
application having to know what is going on (as long as its 
contract is fulfilled).

The OGSA-DAI12 project is also concerned with constructing 
middleware to assist with access and integration of data 
from separate data sources via the grid.

Application Virtualization
Many organizations will be attracted to virtualization of their 
business applications such as ERP, CRM, etc – to reduce 
platform dependence and increase resource utilization. 
Whilst SOA and Web Services provide the loose coupling 
and the basis for building new composite applications, grid 
can be used to virtualize the back-end resources. Once 
virtualized, outsourcing becomes a logical next step.

However many existing applications are monoliths that do 
not scale well. Whilst it might be attractive to virtualize them 
so they may be outsourced, using grid for scalability and 
resilience may be less effective in this case because their 
internal design is not Service-based, nor the implementation 
properly componentized, preventing individual Business 
Services being virtualized across multiple resources to 
improve throughput. That is, each application instance must 
expose all the business services

Autonomics
Resource virtualization could be described as autonomic, 
which is another key tenet of grid. That is decisions 
can be made dynamically at run time without developer 
intervention. The grid autonomically provisions resources, 

8CBDI Report: The Adaptive E-Business, http://www.cbdiforum.com/secure/interact/dec99/2.php3
9CBDI Market Trend Report: Time to Board the Enterprise Service Bus, http://www.cbdiforum.com/secure/interact/2004 – 07/Enterprise_Service_Bus.php
10CBDI Best Practice Report: Business Adaptability and Adaptation in SOA, http://www.cbdiforum.com/secure/interact/2004 – 02/business_adaptability.php
11http://www.globus.org/ogsa/
12http://www.ogsadai.org.uk/index.php
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Grid and SOA continued . . .

routes requests, and bypasses faults transparently to the 
requesting application. The management layer is also able 
to autonomically negotiate for resources with the grid in 
response to the changing needs of an application. Of 
course, neither makes these decisions of their own free 
will, and will be strictly driven by policies governing access 
rights, Qos/SLA and other contracts (e.g. commercial), plus 
relevant business rules might override some autonomic 
decisions which otherwise might be made for infrastructure 
reasons. For example, orders for certain products must 
always go to a specific supplier regardless of whether their 
Web Service is working or not, even if there are multiple 
suppliers of the same product, (so the order must be stored 
and forwarded when the Service returns, or even delegated 
to a manual system)

Different aspects of autonomic behavior would be useful 
in a Service Grid such as routing to alternate Services for 
backup or scalability, or the self discovery of new instances 
of a Service, where there are many providers of the same 
service. For example, if insurance companies all provided 
the same Business Service – say for vehicle insurance 
quotations – then an insurance broker application could 
autonomically discover new instances as new insurance 
companies entered the market and factor them into their 
own quotation service they provide to end-customers.

Imagine a Vehicle Insurance Grid that supports Pay As You 
Drive13 (PAYD) policies that not only leverage grid for usual 
reasons of scalability and reliability (you could imagine 
the potential transaction volumes if we all used PAYD, 
and the peaks of the rush hour), but also for the driver’s 
benefit negotiates the best terms across all providers on 
the grid dynamically on a per journey basis – or even finer 
grained (now imagine the transaction volumes again). For 
the skeptics amongst you, remember PAYD is already 
becoming a reality14 – grid based strategies may even make 
mass customizing business strategies practicable.

Service Based Grid
SOA is particularly appropriate for a grid approach rather 
than some other integration style. Conversely, the adoption 
of grid should have a positive effect on the use of SOA. 
Unlike some technologies and products where vendors use 
SOA largely as a marketing term when they really mean 
“supports Web Services”, grid embodies many of the SOA 
principles we have outlined15.

The combination of Web Services, SOA best practices and 
grid concepts enables a service-based grid that has the 
characteristics shown in Table 1.

13CBDI Best Practice Report: Service Based Insurance, http://www.cbdiforum.com/secure/interact/2003 – 10/sbb_insurance.php3
14Norwich Union PAYD http://www.norwichunion.co.uk/pay-as-you-drive/index.htm
15CBDI Best Practice Report: Principles of Service Orientation, http://www.cbdiforum.com/secure/interact/2004 – 03/Principles_of_Service_Orientation.php

Characteristic SOA Best Practices Web Services Grid Concepts

Loose coupling Loose coupling is addressed at all 
levels, not just technology

Individual grid resources and 
grid applications can each use 
different platforms

Virtualization

Agile coupling Business agility through agile 
design of process and service 
behavior

Encapsulation enables technical 
agility – platforms can change

Dynamic resource allocation

Abstraction Abstraction of business semantics 
and service behavior away from 
current implementation

Abstraction from current platform 
and interface technology

Abstraction of Grid Services from 
grid technologies
Abstraction of Grid services from 
application services

Federation Collaboration of disparate services 
according to collaboration 
agreement (contract)

Addresses security across an 
ecosystem of Grid Providers and 
Users

Collaboration of disparate, 
heterogeneous resources 
governed by a federal agreement 

Contract Based Design by contract philosophy Expose contracts Resource allocation by contract

Location transparency Implementation independence Dynamic addressing and routing 
protocols

Virtualization

Evolutionary growth Dynamic publication and 
discovery protocols

Autonomics

Table 1: Joint Characteristics of Web Services, SOA and Grid
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These can be viewed as a stack as illustrated in Figure 2.

• Virtualization Technology Platform – The 
technology platform foundation that supports 
virtualization and autonomics

• Virtualized Resources – The set of Virtualized 
Resources provisioned by the platform

• Web Services – Provide the ubiquitous protocols 
for distributed computing across all the virtualized 
resources regardless of the technology platforms. 
Plus support for other programming models not 
just grid

• Grid Services (OSGA) – Specialize and extend 
Web Services with a set of grid specific Services

• SOA – Finally SOA provides the principles 
and best practices to ensure that grid based 
applications are designed to meet the broader 
business agility goals

Grid Scope
Grids may be constructed in a variety of ways that do 
not necessarily relate to a single application. Grids might 
operate on the basis shown in Table 2.

The key issue for grids that extend outside the organization 
will be the need for standards, not only for grid behavior but 
also the Business Services themselves. Whilst OGSA does 
provide for data transformation and differences in data 

format are relatively straightforward to cope with when the 
schemas are available, variations in Service behavior are 
much harder to respond to in an autonomic fashion.

Open Standards
The standardization of grid has taken place primarily within 
the Global Grid Forum. However, the parallel development 
of Web Services has played a key role in providing the grid 
community with a ubiquitous set of extensible protocols 
they can leverage across all platforms. Its adoption also 
means that user organizations are not faced with having to 
use grid-specific protocols and face issues of technology 
interoperability.

The key deliverables have been

• Open Grid Services Architecture (OGSA) 
– Developed by the GGF to define a standard 
architecture and set of services found in a grid 
application.

• Open Grid Services Infrastructure (OGSI)16 
– Also developed by the GGF, this is the base 
infrastructure on which OGSA is built. It contains 
the Grid Service Specification, which defines 
the standard interfaces and behaviors of a Grid 
service.

• Globus Toolkit17, The Globus Alliance has delivered 
the an open source software toolkit used for grid 
implementations. Version 3 implements OGSI, 
plus other grid functionality.

OGSA defines eight high-level categories of services:

• Infrastructure Services – communication 
between disparate resources (computer, storage, 
applications, etc.)

• Resource Management Services – monitoring, 
reservation, deployment, and configuration of grid 
resources based on QoS

• Data Services – provide the movement of data 
to where it is required with replication, query 
execution and updates, and data transformation

• Context Services – describe the required 
resources and usage policies for each customer 
that utilizes the grid

• Information Services – provide information about 
the grid and its resources such as status and 
availability
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Figure 2: The Service Grid Stack

16http://www-unix.globus.org/toolkit/draft-ggf-ogsi-gridservice-33_2003 – 06 – 27.pdf
17http://www-unix.globus.org/toolkit/
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Grid and SOA continued . . .

• Self-Management Services – support the 
attainment of stated levels of service through 
autonomics

• Security Services – enforce federated security 
policies

• Execution Management Services – enable the 
workflow of grid processes such as provisioning, 
and lifecycle management

Besides the use of many existing Web Service protocols, 
this has spawned the development of several Web Services 
protocols and extensions listed in Table 3. In turn these 
should benefit the wider community of Web Service users 

regardless of their use of the grid. For example, a protocol 
to define agreements would be useful in most Service 
provider/consumer patterns.

The most important of these is the WS-Resource Framework 
(WSRF). It is intended that this replaces OGSI to provide an 
infrastructure for OGSA that is consistent with other Web 
Services activity. In turn this requires a new version of the 
Globus Toolkit and this is in development (GT419)

A key driver for this is that many grid (and non-grid) 
applications require stateful resources, which was not 
inherent in the design of Web Service protocols (though 
this could be designed around it wasn’t standardized, and 
could result in tight coupling). OGSI used an OO approach 

18http://setiathome.ssl.berkeley.edu/
19http://www-unix.globus.org/toolkit/docs/development/4.0-drafts/GT4Facts/index.html

Benefits Challenges

Organizational – Large organizations might operate internal 
grids that are designed to balance the varying requirements 
of internal users. A good example would be pharmaceutical 
companies who might have large server farms provided 
as a Computational Grid to different research projects. 
Competitive fears over IP make them cautious of using 
external grids.

Control
Can standardize implementation 
technology
Secure

Reduced opportunity for sharing
Must take care not to lock in to 
particular technology

Shared Grid – Providers pool resources. Might be provided 
on an academic basis

Can share resources across all 
participants

Security
QoS/SLA
Need for Standards at all levels
Ability to support required grid 
behavior patterns
Must be open

Commercial Grid – Provided on a pay-per-use basis, delivers 
Grid as a Service (GaaS)

Can share resources across all 
participants
Commercial footing provides clear ROI 
to provider
Low investment for user

Security
QoS/SLA
Need for Standards at all levels
Ability to support required grid 
behavior patterns

Ecosystem – A close federation of business partners 
participating in a shared Grid. The US DOD GIG might be 
considered an example of this

Can share resources across all 
participants

Security
QoS/SLA
Need for Standards at all levels

Industry – Equally, any type of grid might operate on an 
industry-wide basis.

Public – the grid might leverage consumer’s desktops, and in 
return be available to consumer’s own grid applications. This 
is probably the most visible sign of grid computing so far, 
even if it doesn’t necessarily conform to an grid standards 
– for example SETI@home18

Very low cost – consumers provide 
“free” resources

Security
Careful attention to managing state 
and recovery with unpredictable 
availability of resource

Table 2: Grid Scope
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to achieve this, but in turn it was recognized that use of Web 
Services should not be predicated on OO. Hence WSRF 
evolves from this to provide a standard protocol to define 
and manage state.

GRID + ESB + BSB
The various management and infrastructure Grid Services 
might be seen as overlapping with the functionality 
provided in ESB and also Web Service Management 
(WSM) products, plus protocols such as WS-Distributed 
Management (WSDM)20 and WS-Management21. Whilst 
specifically addressing the needs of grid applications, 
nothing really prevents some of the grid services being used 
with resources that might not, or have no need to exhibit the 
full range of grid behavior. However, we are not quite yet 
at the stage of a single set of Web Service protocols that 
would address all requirements, grid or not. It is therefore 
more reasonable at present to think of grid, ESB and WSM 
technologies as complementary as many organizations will 
need to combine grid and non-grid resources within their 
Composite Applications and solution projects.

This does highlight though the need to think of ESB as a 
Service Architecture, not a product, as explained in our 
ESB report. Using ESB as a Service Architecture helps 
to decouple both Service Providers and Consumers from 
the underlying physical infrastructure, and would also 
help manage the transition to new Services. Grid Services 
therefore provide another useful set of Infrastructure 
Services that can be factored into an ESB.

Figure 3 shows Grid Services as providing another layer in 
the SOA with,

Grid Services provide virtualization and provisioning of 
shared resources

• The ESB provides a broader set of Infrastructure 
Services for integration, management, security, 
etc, including the Grid Services. This might be a 
normalized view of the Infrastructure Services for 
an organizational or ecosystem abstracted away 
from the actual implementations.

• The Business Service Bus provides the set of 
Business Services for a given domain that also 
aggregate the necessary Infrastructure Services 
they require

20http://www.oasis-open.org/committees/tc_home.php?wg_abbrev=wsdm
21http://developers.sun.com/techtopics/webservices/management/

WS Protocols Description Status/Comments

Meta Data and Policy

WSLA – Service Level Agreement
http://www.research.ibm.com/wsla/ 

Web Service Level Agreement (WSLA) project addresses 
service level management issues and challenges in a 
Web Services environment on SLA specification, creation 
and monitoring

IBM Research project

WS-Agreement
http://www.ggf.org/Public_Comment_Docs/
Documents/WS-AgreementSpecification_v2.pdf 

Specification of an agreement between a resource/
service provider and a consumer, and a protocol for 
creation of an agreement using agreement templates.

Draft for public comment

Virtualization

WSRF – Resource Framework
http://www.oasis-open.org/committees/tc_
home.php?wg_abbrev=wsrf 

Defines a framework for modeling and accessing stateful 
resources using Web services. This includes mechanisms 
to describe views on the state and to support 
management of the state through properties associated 
with the Web service

Working Drafts

WS-Notification
http://www.oasis-open.org/committees/tc_
home.php?wg_abbrev=wsn 

Define a set of specifications that standardize the way 
Web services interact using the Notification pattern, 
in which a Web service, or other entity, disseminates 
information to a set of other Web services, without 
having to have prior knowledge of these other Web 
Services

Approved Draft

Provisioning Services
http://www.oasis-open.org/committees/tc_
home.php?wg_abbrev=provision 

Framework for managing the provisioning and allocation 
of identity information and system resources within and 
between organizations

Oasis Standard

Table 3: Grid Web Service Protocols
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Ensuring common policies across ESB and grid ideally 
requires the use of the same set of Web Service 
protocols. With potentially so many different Services, and 
Service Types at each of these levels, Service Lifecycle 
Management becomes increasingly 
important.

We might also see this from two 
perspectives.

The Provider View focused on:

• Provisioning and 
management of resources

• Provision of meaningful 
Business Services

Consumer/Requestor View focused 
on:

• Delivering support for the business process 
through composite applications

• Wants transparency of the infrastructure and 
resources

However, the layers in Figure 3 are deliberately separated 
to reflect that this does represent a physical architecture 
that deploys the Composite Application to the Consumer 
and the rest to the Provider. All of these resources 

and Services should be considered as 
virtualized, deployed “on demand” to the 
appropriate location, and hence why SOA 
is so important.

IBM have developed an interesting pattern 
called the Business Service Grid22 and 
implemented some of this as tools included 
in the Emerging Technologies Toolkit23 
available at alphaworks. Anyone seriously 
looking at implementing a combination of a 
Business Service Bus and grid approaches 
should take a closer look at this approach.

Vendor Activity
Today, the major platform vendors are typically enabling 
their OS, systems management and database products to 

provide the virtualization technology platform 
layer that would support a grid approach. 
Currently, many grids are not standards based 
but large scale clusters of vendors proprietary 
platforms. Grid is often a sub-component of a 
broader utility/on demand/adaptive initiative, 
and many of the scalability and reliance 
features of their products are not just about 
grid per se. Some relative capabilities are 
listed in Table 4.

In addition to extending their own product’s 
technologies, some vendors provide a Globus 
Toolkit specialized for their own platforms. 
Though compliance with OGSA provides a level 
playing field in terms of Services, individual 
resource providers will still need to select their 
grid platform based on functionality, cost, 
performance, and importantly in this context, 
resilience and manageability.

Sun Microsystems were early adopters of 
grid technologies and more recently have 
embraced the emerging grid standards. They 
are now encouraging widespread adoption on 
a commercial basis, by introducing Sun Grid, 
a pay-per-use scheme for general purpose 
usage which will be offered on a widespread 
basis in 2005. This provides Grid as a Service 
(GaaS), which should not be confused with 
Software as a Service (SaaS) as offered by 

22IBM Business Service Grid summary page: http://www-106.ibm.com/developerworks/library/gr-servicegrcol.html
23http://www.alphaworks.ibm.com/tech/ettk
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Figure 3: GRID + ESB + BSB

Grid and SOA are on 
a convergence course 
driven primarily by the 

integration of standards 
required by both 

domains.
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Vendor Capability

HP http://h71028.www7.hp.com/enterprise/cache/76651 – 0 – 0 – 225 – 121.aspx

Globus Toolkit for HP Platforms

OpenView Capabilities include
• OpenView Storage Provisioner
• OpenView Automation Manager (due early 2005)

Management Integration Platform (MIP) Service Lifecycle Management in LCM4WS24 (currently an early adopter program)

IBM http://www-1.ibm.com/grid/
http://www-136.ibm.com/developerworks/grid

Grid Toolbox for Multiplatforms Based on Globus Toolkit

Virtualization Engine Suite for Servers
Virtualization Engine Suite for Storage

For IBM, Windows and Solaris Servers. The Virtualization Engine includes provisioning tools from 
Tivoli Provisioning and WebSphere Grid capability.
http://www-1.ibm.com/servers/eserver/about/virtualization/index.html

Tivoli Tivoli Provisioning Manager automates provisioning and deployment
http://www-306.ibm.com/software/tivoli/solutions/provisioning/ 

DB2 Features to support grid include
• Can be deployed across heterogeneous clusters
• DB2 Information Integrator
• DB2 federated engine

Oracle http://www.oracle.com/technologies/grid/index.html 

Oracle Database 10g Features to support grid include
• Automatic Storage Management
• Clusterware
• Real Application Clusters
• Oracle Streams – stream data in real time between databases

Oracle Application Server 10g Includes Software provisioning
Can be pooled across server clusters

Oracle Enterprise Manager 10g Grid Control manages Database and Application Server 10g

Sun http://www.sun.com/solutions/landing/infrastructure/grid.xml

Grid Reference Architectures The Sun Grid Infrastructure Reference Architecture provides a framework for connecting and 
consolidating resources into a grid system
The Sun ERP Grid Reference Architecture for Oracle Database 10g provides ERP/database 
deployment in a grid environment using Linux on Sun servers. 

N1 Grid http://www.sun.com/software/n1gridsystem/
N1 Grid Service Provisioning System – automates software installation and configuration
N1 Grid Engine 6 – optimizes utilization by mapping workloads onto networked resources
N1 Grid Provisioning Server 3.1 Blades Edition – configure blade-based server farms from a 
single interface
N1 Grid Console – manage software containers that partition a server

Table 4: Vendor Grid Capability

24CBDI Product Report: HP’s Strategy for Managing the Adaptive Enterprise, http://www.cbdiforum.com/secure/interact/2004 – 06/Managing_Adaptive_
Enterprise.php
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Oracle for example; though the two could clearly be highly 
complementary. Sun also claims the most grid customers, 
counting the deployments of its N1 Grid Engine.

Anyone wanting to deploy a resource to the grid must also 
be aware of the underlying platform technology. Grids 
and grid applications using open-source Linux/Java offer 
the greatest hardware portability and as such many are 
based on this. The use of Web Services of course enables 
resources on other platforms to be connected, but in itself 
does nothing to ensure that the resource is deployable 
across other nodes on the grid unless it uses the same 
platform.

This naturally raises the question of Microsoft’s participation 
in grid initiatives. Unlike other platform vendors listed 
in Table 4 you won’t find a link to a grid section on their 
website, though it has provided sponsorship of Globus. At 
the same time, Microsoft will no doubt argue their OS and 
database are just as scalable as any other, and initiatives 
such as DSI can provide the virtualization and autonomics. 
However, there are recent rumors of Microsoft working 
internally on a grid initiative and if true it will be interesting 
to see what compliance they offer with OGSA.

Conclusions
Grid and SOA are on a convergence course driven primarily 
by the integration of standards required by both domains.

Grid will become mainstream in the business applications 
space because it provides virtualization and autonomic 
capabilities that are high on vendor and customer priority 
lists.

Grid services become an important layer in the SOA stack 
– enabling resource and behavior control.

Whether the grid is to support scientific computing or 
business optimization then becomes irrelevant; a grid is 
a grid, whether dynamically provisioning cpu power or the 
dynamic use of information sources to support a business 
process. It will then come down to choosing the appropriate 
pattern of behavior for the type of distributed solution 
whilst the Services and the underlying platforms remain 
the same.

However, this convergence requires:

• standards activity to move on one more click to 
hammer out a normalized set of protocols that 
serves all domains.

• the merging of grid resource management, 
ESB and WSM products – with the necessary 
componentization to reduce overlap (which is 
itself dependent on the previous point).

The clear long term benefit is that any solution built in this 
style should therefore be able to take advantage of full grid 
behavior with little change – providing a significant amount 
of future proofing particularly in terms of trying to second 
guess the resource demands of new business initiatives for 
example. Composite Application Solutions and Business 
Services built against the framework in Figure 3 can grow or 
shrink organically in line with demand without having to be 
re-engineered. Once virtualized, the decision to outsource 
a resource becomes one based on commercial and risk 
factors, not technical.
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Compuware’s 
OptimalJ 3.3

The move to higher abstraction specification 
of application services is key to SOA 
adoption. We have followed the progress of 
Compuware’s OptimalJ over the past few 
years as an interesting benchmark that uses a 
pragmatic implementation of MDA. In this short 
report we comment upon the new release 3.3 
which contains some interesting SOA relevant 
functionality in the legacy integration area, 
and discuss the implications for standalone 
tools of this type.

Background
In 2003 we commented that OptimalJ transforms the 
business model into an application model and maps 
this to code by applying transformation patterns. 
OptimalJ uses one set of patterns to generate the 
Application Model from the business Domain Model 
– called technology patterns and another set to 
map the Application Model to the final code – called 

implementation patterns. Pattern-based development accelerates development 
and improves quality because each pattern has been tried and tested in many 
similar scenarios. By applying a consistent set of patterns across the software 
portfolio you lower maintenance costs and improve software quality. Testing 
becomes particularly effective when applications are all built to the same 
standards.

OptimalJ enables SOA based applications and provides a flexible, layered 
structure to the generated solution. Web Service protocols such as SOAP and 
WSDL are fully supported so that selected services can be made available over 
Internet connections. Web services can be called from the OptimalJ application 
code and also imported into the model. Enterprise development projects usually 
involve integration with existing software assets based on established platforms 
such as CORBA, CICS and IMS COBOL. OptimalJ provides the capability to 
model and integrate functions written on these platforms and to create service 
wrappers for legacy platforms.

By David Sprott

Product Brief
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Grid and SOA continued . . .Compuware’s OptimalJ 3.3 continued . . .

Service Enabling Legacy Applications
Prior releases of OptimalJ supported legacy integration by 
importing component signatures and reverse engineering 
the signature into a domain service. The domain service 
models a business task or transaction and acts on a subset 
of the domain class model. For example, a service might 
be a business process such as “take order” and the set of 
domain class models, including “orders”, “order-items” and 
“customer”. Acting on several entities it could be modeled 
as a service and then OptimalJ used to generate the session 
bean and JSP pages needed to implement it.

In the new release there is now support for non Java 
technology using (legacy) technology specific patterns that 
set up the plumbing.

Compuware has set up a partnership with Sabratech’s 
ApplinX product. ApplinX operates directly on the legacy 
source message buffer, without the need to negotiate 
screen actions. ApplinX automatically transforms the host 
entities into XML documents and structures, and those 
documents are then transformed into Web Services. 
Interestingly the same process can also target XML 
documents, COM objects, Java Beans, Microsoft .NET 
objects and XML data-binding Java classes. With a single 
server, ApplinX offers simultaneous multi-host and multi-
application access. ApplinX is supported on Tandem, 
HP3000, DecVAX, AS/400 and Unisys. Evidently Sabratec 
has recently been acquired by Software AG, but their web 
site is still operating1 at the time of writing.

Compuware has also developed a pattern specifically for 
iWay2 adapters. iWay use a standardized approach to build 
connectors so the same pattern can potentially be used 
to connect SAP R/3, Peoplesoft and many other widely 
used applications. The SAP iWay connector is based on 
SAP’s business object repository browser that enables 
introspection, selection and OptimalJ then generates all 
the code required to set up the entire communication. All 
the developer has to do is to implement application related 
code to use the results of the interaction.

Other Items of Interest
The new release now includes UI generation using a Business 
Façade Interface (BFI) architecture. This is generated from 

the domain service specification as a session component. 
UI generation is now automated using a fully integrated 
form painter. Page flow uses the UML Activity Diagram 
and declarative specification process. This is a flexible 
architecture which includes state management and using 
current patterns Compuware anticipates delivering Swing, 
JSP and JSF interfaces. Interestingly Compuware has not 
used XML for the BFI indicating performance concerns.

A prototype of the Microsoft version of OptimalJ will be 
announced shortly on the Compuware web site, which will 
be an interesting option for enterprises which have Java and 
.NET development needs.

Futures
We note Compuware has been progressively increasing life 
cycle coverage in response to the general industry trend. 
The next release of OptimalJ due mid 2005 will focus on 
BPM.

The challenge for OptimalJ and other platform independent 
tools is going to be the increasingly tight internal integration 
of the Microsoft and IBM platforms driven by the move 
to manage the life cycle using an integrated meta model, 
SDM and EMF for Microsoft and IBM respectively. For the 
independent tool developer it will be necessary to integrate 
into the environment where the entire life cycle is based 
on a meta model, which enables much tighter integration 
across the life cycle – e.g enabling designer/developers to 
set up configuration and deployment patterns; enabling 
operational exceptions to be presented back to developers 
in a manner that they can immediately see the context and 
relevance in terms of the metadata. Even more profound, the 
life cycle metamodel will allow a technical implementation 
artefact to be mapped back to the business perspective 
which will allow resources and rules to be manipulated on 
the fly from a business process console.

Reference
Compuware Releases OptimalJ 3.3
http://www.compuware.com/pressroom/news/
2005/4242_ENG_HTML.htm

1Sabratec http://www.sabratec.com/new/prd_applinx_technical.asp
2iWay http://www.iway.com/



Best Practice Report

CBDI Journal © CBDI Forum Limited, February 2005 15

By Richard Veryard

Architectural Discovery 
for the Service-Based 
Business

The Service-Based Business is a system of systems, with certain 
architectural properties. At the highest level of analysis this includes 
both software systems and broader business/organizational 
systems. The transition to the Service-Based Business is an 
architectural process, involving structural change to both software 
technology and business organization. In this article, we outline an 
architectural approach for this transition.

Preamble
In our various works1 on exploring and defining the Service Based Business we 
have adopted a relatively conventional modelling approach in which we identify 
things, relationships and behaviours as a means to communicate alternative and 
hopefully superior approaches to business organization.

Whilst this is adhering to de facto practice we recognize that the task of 
business design, and by implication architecture and systems requirements, is 
very imprecise. A direct consequence of this is that there is now widespread 
acceptance of the need for agility in delivered systems and processes (or 
adaptability, flexibility as you prefer).

The primary goal of Service Orientated Architecture is of course to introduce 
fundamental change into systems design practice, such that the delivered 
system is inherently adaptable. However if we are not very careful we will over sell 
this idea to line of business managers, who will infer that systems have become 
infinitely adaptable and that their responsibility for good business design is in 
less critical in the wider scheme of things.

In developing SOA methodologies therefore we need to be vigilant to ensure 
that once again the IT tail does not wag the business dog! It would be all too 
easy to refine the essentials of the SOA into domains, processes, procedures, 
rules, contracts, obligations and so on, and to take a conventional approach to 
“requirements definition”. However we must reject this simple path, and search 
for mechanisms and techniques that allow us to guide business understanding 
and design in such a manner that the business embraces service orientation in 
an appropriate manner – that guides the adoption of service based principles 
and the creation of suitable systems, information structures and processes.

1Towards the Service-Based Business. http://www.cbdiforum.com/secure/interact/2003 – 09/sbs.php3.
Business-Driven SOA. http://www.cbdiforum.com/secure/interact/2004 – 05/Business_Driven_SOA.php



16 CBDI Journal © CBDI Forum Limited, February 2005

Architectural Discovery for the Service-Based Business continued . . .

Overview
The service-based business is conceived as a network. The 
agility of a network depends crucially on how it is stratified 
and articulated – typically involving joints with high flexibility 
and tolerance which we regard as flexibility points. (As an 
analogy, consider the joints in the human skeleton, or 
the connection between the cab and the container in an 
articulated truck.)

The transition to the Service-Based Business may go in 
small steps, or in leaps and bounds, but generally involves 
many separate initiatives, which may be taken serially or in 
parallel. (Of course, one of the attractive features of SOA is 
the flexibility it offers for its own staged implementation.)

From an architectural point of view, this involves a sequence 
of geometric structures, with progressive development and 
improvement of the architectural properties associated 
with SOA. Each step on this journey involves a transition 
from the most recent AS-IS architecture to the next TO-
BE architecture. This involves a progressive process of 
architectural discovery, as shown in Figure 1.

Software architects typically produce architectural 
specifications based on two things which define the 
requisite articulation (although these are not always made 
explicit):

• An architectural geometry, which is a particular 
(usually stratified) configuration of structural 
relationships for a specific situation

• Architectural patterns, which are general 
structural solutions to common architectural 
requirements

However, the actual structure of a software artifact may 
not always conform to the architectural specification. This 
is particularly relevant to modern software development 
practices, such as outsourcing (see below) as well as SOA, 
where we need both the ability to verify third-party software 
development against an architectural specification, and to 
refactor complex service-based systems to improve their 
architectural properties. Therefore we need an ability to 
discover the actual architectural structure of the delivered 
software artifacts – and this may involve a combination of 
code inspection (static analysis) and runtime monitoring 
(dynamic analysis). We are starting to see web service 
modeling and management tools that provide some support 
for this. This architectural discovery process applies both to 
the IT architectures (composed of such entities as software 
systems and web services), and to business/organizational 
architectures (composed of business services and 
contractual/social relationships).

The underlying structural issues are broadly similar, and 
we should like to be able to deploy the same analytical 
and management techniques to both IT and business. We 
are working towards a seamless service-oriented world. 
Even though at present the techniques and notations are 
separate and distinct, there is a need for increasingly close 
collaboration between IT strategy and business strategy.

Four Architectures
The organizational theorist Lord Brown2 identified four 
distinct organizations:

• Formal Organization (as specified in formal 
documentation such as organization charts)

• Perceived Organization (which is what people in 
the organization believe they are doing, so this is 
what you are told when you talk to people)

• Actual Organization (which is what is really going 
on)

• Ideal Organization (which is what the organization 
should be)

This reflect four key insights:

• The formal organization is presented in a very 
abstract and simple form. For example, it may 

2Wilfred Brown, Exploration in Management. (Penguin 1965); Organization. (Penguin 1974).
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Figure 1: Architectural Discovery
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show which manager/role is officially responsible 
for something, but it doesn’t show who actually 
picks up the phone and sorts out the problems.

• There are typically some variations from the 
formal organization (updates, complications, 
short-cuts, etc) that people in the organization are 
aware of. Hence the difference between the formal 
organization and the perceived organization.

• There are typically some variations that people in 
the organization are generally not aware of, but 
which can be detected or inferred by independent 
observers. (For example, descriptions of the 
decision-making process are often highly 
distorted.) Hence the difference between 
the perceived organization and the actual 
organization.

• The primary task of change management is to 
get from the Actual Organization to the Ideal 
Organization. If you try and make changes based 
on the Formal Organization or the Perceived 
Organization, then you are likely to fail.

In similar fashion, we can identify four IT architectures.

• Formal Architecture. These are grand schemes, 
typically produced by some central architecture 
team, with highly abstract and generalized 
models.

• Perceived Architecture. This is what the 
developers think they have actually built, with real 
data stores, working interfaces, and so on.

• Actual Architecture. Working software is generally 
more complex than either the architects or the 
developers can understand. The non-functional 
properties (and sometimes the functional 
properties as well) are emergent, arising from 
complex interactions between many different 
systems. A software artefact may start life with 
many errors and undocumented features, and 
may then suffer a series of hasty modifications. 
We can identify a phenomenon called Architecture 
Erosion, in which the actual architecture gets 
progressively further away from the formal or 
perceived architecture.

• Ideal Architecture. Are these going to be more 
grand schemes, produced by some central 
architecture team, with highly abstract and 
generalized models? What’s the alternative?

In the service-based business, we need to combine these two 
views, to get a picture of the sociotechnical coupling across 
the extended enterprise or business process. A “systems 
engineering” approach considers the organization (people), 

software and hardware as peers. In transitioning from an “as is” 
to a “to be”, decisions may be made that aren’t just confined to 
software or organization – it may result in, for example, some 
human tasks being automated in software. Or software tasks 
being automated in hardware. Or software/hardware to people 
(e.g. to improve usability of the “system” by giving someone a 
“user interface” that is another human being!)

With so-called introspective component architectures, a 
component or service may have some view of neighbouring 
structures. This view is either determined apriori by 
the developers (in which case it will be based on the 
formal or perceived architecture, and will likely share 
any architectural errors or misconceptions that have 
penetrated the development domain), or aposteriori by 
some internal intelligence (in which case its ability to reflect 
the actual architecture will depend on the quality of the 
intelligence). Thus while introspection is undoubtedly a 
useful mechanism, it does not obviate the need to verify 
architectural compliance.

Ideal Architecture
The SOA provides us with the model for the ideal 
architecture.

Figure 2 shows a service connecting a supply-side domain 
with a demand-side (user) domain. This can typically be 
decomposed to reveal a stratification of services linking the 
supply side platform with the demand side context of use. 
Indeed, the agility of the service-based business depends 
on the geometry of this stratification, and the way this leads 
to a particular granularities and bundlings of services.
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Figure 2: Service Connects Domains
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Architectural Discovery for the Service-Based Business continued . . .

The decomposition of services can be understood in terms 
of a composition hierarchy. We show a simple metamodel of 
this in Figure 3. Note that each service has an input Domain 
Specific Language (DSL) and an output DSL – they may of 
course be the same, but from the perspective of semantic 
articulation the most interesting services are those where 
they are not the same.

The service-based business economy can now be 
represented as a stack. One version of this was recently 
presented by Shai Agassi of SAP. At the top of the 
stack are niche companies with small solution-oriented 
microprocesses. This are assembled from “composites” 
– a “conveyor belt” of partly-assembled (orchestrated) 
subprocesses. Below this are perhaps tens of thousands of 
business objects exposed as web services. These then sit 
on top of a layered enterprise platform, supporting supply-
side composition.

Table 1 shows a more general stratification, developed by 
Boxer Research. This is essentially a fractal structure, which 
works at different scales within the service ecosystem.

Architectural Refactoring

There are basically three reasons for refactoring a service-
based system.

1 To improve the global or local behavior of the 
system – above all, to improve agility/adaptability.

2 To comply with some architectural specification 
– whether for reasons of internal policy or external 
regulation.

3 To facilitate the architectural discovery process 
itself – for example, separating some problematic 
area in order to monitor and analyse it more 
closely.

Our approach to refactoring for the service-based business 
is based on Table 1. The key insight here is that many would-
be service-based businesses are insufficiently responsive to 
the complexities of demand because the demand-side is too 
tightly coupled to the supply side. This is often because of 
insufficient distinction between the layers – for example trying 
to jump straight from level 3 to level 6. We achieve agility in 
the service-based business by modeling the demand-side 
independently from the supply-side, and using a triple 
articulation3 to generate a requisite stratification.

Architectural Recovery
Various terms are used in the literature to refer specifically 
to working out the actual (geometric) structure of an 
artifact or organization, including Architectural Discovery 
and Architectural Reconstruction. Within the software 
development world, this includes reverse engineering – 
producing a descriptive AS-IS model of an existing system. 
It also includes pattern detection. In our general framework, 
we are calling this Architectural Recovery.

There are several techniques currently available for 
Architectural Recovery

• Static Software/Service Analysis

• Dynamic Software/Service Analysis

• Static Organization Analysis

• Dynamic Organization Analysis
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Figure 3: Service Domain Metamodel

Demand-Side Organization 6 Context of Use The context-of-use within which the demand arises

5 Usage Implementation within context-of-use

4 System of Systems System integration to provide fully integrated capabilities for use-in-context

Supply-Side Organization 3 System Sub-system integration to provide discrete capabilities

2 Sub-Subsystem System components with singular function

1 Component Discrete components for sub-systems

Table 1: Service-Based Business Stack (source: Boxer)

3The concept of triple articulation is developed by BRL. See white paper by Boxer & Cohen.
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Static analysis allows you to observe some aspects of 
structure, and infer some aspects of behavior. Dynamic 
analysis allows you to observe some (different) aspects 
of behavior and infer some (different) aspects of structure. 
None of these techniques give you a complete and reliable 
picture, so there is a need for some interpretation and 
integration. Let’s look at each of these in turn.

Static Software/Service Analysis
This produces an understanding of the structure of software 
based on code analysis.

The simplest form of this is discovering well-known patterns 
and antipatterns in a pile of software code. One tool that 
performs this function is the Rational Software Architect 
tool.

In principle, it should also be possible to discover new 
patterns in a pile of software code – in other words, 
structural fragments that repeat within a software artefact. 
For example, a large software artefact that originated long 
before 2000 may now contain thousands of instances of 
a Year 2000 fix (either identical or with small variations). 
Or there may be some fixed group of database or service 
calls that is replicated in various places in the code. Just 
as textual analysis can discover repeated phrases in the 
works of Shakespeare, software code analysis should be 
able to discover repeated structures – both small-scale and 
larger-scale.

Static code clustering can be used to identify tightly 
coupled chunks of code. This can be based either on the 
code structure itself, or on interaction between the software 
and the data structure. This can sometimes yield surprising 
results – the chunks identified by code analysis do not 
correspond to the officially documented module structure. 
This may be common in software environments with poor 
software engineering practices and development discipline. 
Conversely, there are doubtless many organizations that 
imagine they have good software practices and discplines, 
but have no mechanism for finding out whether this is 
actually true.

Static code analysis can be performed on programming 
languages and on orchestration languages. Alternatively, 
it may be possible to extract service calls from an existing 
heap of software, and express them in a first-cut BPEL 
script.

Dynamic Software/Service Analysis
However, there is only so much you can discover by looking 
at the code. Furthermore, code analysis tools are generally 
restricted to a single code language, while service-oriented 
systems involve a combination of various programming 
languages, plus WSDL and BPEL. And of course, much 
of the code may not be directly available for analysis 
– especially if you are consuming a service or executing a 
bought-in component.

Monitoring the actual operational flows and service calls 
provides us with a complementary structural picture (as 
well as a behavioral picture). We may for example observe 
strong interaction between two nodes of a service network, 
or sequential patterns of service calls.

If we can get access to the content of the service calls, then 
we can correlate these calls to some schematic view of the 
data, and this will yield a further dimension to the dynamic 
analysis.

All of this analysis can be done without tools, but it 
becomes very labour-intensive and can only be done on 
fairly small samples. However, even this can be useful with 
well-selected samples.

Static Organization Analysis
A useful technique for analysing the structure of an 
organization is through RAEW analysis, which can be 
used for understanding the actual as well as the desired 
structure of an organization. We look at the distribution and 
alignment of responsibility (R), authority (A), expertise (E) 
and work (W) across an organization, both to diagnose poor 
structures and to design improved structures.

This is typically carried out in a workshop with members 
of the organization, and therefore reflects the Perceived 
Organization. Further investigation and adjustment is 
required, to determine the Actual Organization.

Dynamic Organization Analysis
One of the ways of analysing the actual behavior of an 
organization is by looking at communication patterns. There 
are various tools to perform this kind of analysis – a few are 
listed in Table 2.

A quick and easy way of starting this analysis is to focus on 
a single channel of communication such as email. While we 

Entopia Social Network Mapping http://www.entopia.com/

InFlow http://www.orgnet.com/

NetViz http://www.netvis.org/

Table 2: Example Tools for Social Network Mapping
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know that email only captures a fraction of communications 
inside and between organizations, we may take it as 
providing some indication of who is talking to whom – so it 
gives us a first-cut approximation.

Obviously if we can capture data about other types of 
communication, then this enriches the analysis. For 
example, telephone traffic, meeting schedules, and so on. 
Sophisticated analysis tools may be able to differentiate 
communication by depth and by topic/content, although the 
use of such tools within commercial organizations raises 
obvious concerns about privacy and confidentiality.

Workflow systems often instantiate some pattern of work 
and authority. We may be able to track authorization 
events, as well as communications immediately preceeding 
an authorization event, which can indicate a defacto 
consultation process.

Business intelligence systems often instantiate some pattern 
of responsibility and expertise. We may be able to map adhoc 
enquiries and analyses, and then track the dissemination of 
findings across the organizational structure.

Interpretation and Integration
The analysis tools available today in all these areas are 
severely limited in both scope and functionality. This 
means we are dependent on people to perform most of this 
analysis. Even when the tools improve, the analysis will still 
require considerable human input.

Analysis tools may identify various patterns and other 
stuff: clusters of interconnected activity, bundles of 
communication, and transformation nodes where significant 
quantities of translation or other processing takes place. 
These are all potentially significant from an architectural 
point of view.

But the tools are not intelligent enough or integrated enough 
to give you a complete and reliable picture. Sometimes a 
tool may identify spurious patterns and miss important 
ones. But a good collaboration between intelligent people 
and the available tools should be able to produce better 
results than either people without tools, or tools without 
people.

As an analogy, consider security checks at airports. An X-ray 
machine can detect suspicious objects in the suitcase or the 
gut; an intelligent security officer can detect and interpret 
nervous behavior (is this fear of flying, fear of missing flight, 
or something else?); a good discovery process deploys both 
in a complementary fashion.

A useful reality check is if you can think of a meaningful 
name for the thing presented to you by the analysis tool.

Finally, we may note that this architectural recovery is very 
difficult, and is often made more difficult by the existing 

mess. Sometimes, it is appropriate to perform some tactical 
decoupling, simply to improve the visibility of what is going 
on, and to enable further architectural recovery.

Action
Having gained an understanding of the actual architecture 
(both IT and business), what are we going to do with it?

Firstly, we may wish to compare the actual architecture 
with the formal or perceived architecture. Does the actual 
architecture conform to specified structural intentions or 
expectations?

Secondly, we may wish to improve the architecture – for 
example by some form of refactoring.

Architectural Audit, Verification & 
Compliance
Verification means comparing the actual architecture with 
the intended or expected architecture. In many contexts, 
this is equivalent to compliance. It is not a one-time check, 
but an ongoing responsibility.

In the service-oriented business, architectural compliance 
is important at several levels. Let’s talk about two in 
particular.

Regulatory Separation
In some regulated industries, coupling between 
organizations or units is strongly discouraged by external 
regulators, because it is seen to introduce unfair competition 
or moral hazard.

We can see many examples of this. Regulators in the 
telecoms industry try to control large established telcos, 
for example by separating the retail arm from the wholesale 
arm. Many regulations and compliance regimes take the 
form of a Chinese wall between two parts of the same 
company

These regulatory devices are essentially pieces of (formal) 
architecture, specified at some level of abstraction. 
Regulators typically do not specify these separations in 
detail – they may leave much of the implementation to 
the organizations themselves. It is typically supposed to 
prevent some types of communication or coordination or 
service exchange across some boundary, and regulators 
may wish to satisfy themselves that this effect is actually 
achieved.

We can then understand a whole range of compliance 
issues in terms of architectural compliance: does the actual 
service architecture conform to the formal architecture as 
specified by the regulator.
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Software Outsourcing
In an outsourcing situation, the customer organization 
typically retains responsibility for requirements and 
architecture. This means that the software specifications 
are produced by business analysts and software 
architects in the customer organization. The outsource 
contractor then produces software artefacts according 
to these specifications and delivers these artefacts back 
to the customer organization, where they are tested and 
deployed.

The first problem here is with the depth of the testing. 
Most IT departments have got people who know how to 
do functional testing, usability testing, performance testing 
– but that’s not enough. Presumably the architects have 
devoted some attention to producing an overall solution 
with certain architectural characteristics, such as flexibility/
maintainability. The requirements will have been stratified 
into layers and decomposed into discrete units (modules, 
components, services); the architects will have sought to 
achieve high cohesion and low coupling, both horizontally 
and vertically.

However, developers may have an incentive to produce 
software that is inflexible and more expensive to maintain, 
because this generates future income for themselves. They 
can achieve this by introducing hidden coupling between 
layers, tight coupling where the architects intended loose 
coupling, inappropriate bindings of varying kinds. Even if 
these are detected, it is hard to determine whether they 
were inserted deliberately or merely slipped in as a result of 
poor development practices. And in most cases, they will 
not be detected until much later.

So it is crucial for architects in the customer organization 
to verify that the developers have conformed to the original 
architectural intentions.

Summary
The move to SOA introduces new complications to the role 
of IT architect – but at the same time it introduces new 
opportunities. SOA itself will assist in architectural discovery. 
– for example by formalizing, and allowing monitoring and 
also search and discovery of informal services.
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By David Sprott

Product Report

StrikeIron’s Web Services 
Business Network

StrikeIron came to our attention because they have a pretty 
interesting directory of publicly available Web Services. But a 
closer look reveals an interesting new model in the making where 
StrikeIron provides a service oriented infrastructure for providers 
and consumers of services.

Introduction
There are at least a dozen credible Web Services directories and intermediaries. 
Clearly this is an early market and there’s a great deal of development going to 
happen over the next couple of years. There are many similarities with the way 
the software component market developed a few years ago and we are certainly 
looking to see how the new Web Services market solves some of the lessons 
learnt in that space.

When the initial UDDI standard specifications were developed the authors 
envisaged that a potentially large number of intermediaries and value added 
service providers would emerge to complement public UDDI directories. Today 
the global directory implementations have not become as significant in the 
service supply chain as envisaged, but the concept of the value adding service 
provider is clearly alive and well.

The issues for a directory provider are how to differentiate in the early stages of 
a new market, while there is a very limited supply available, and how to survive 
in the longer term as commoditization and specialization inevitably leads to a 
dramatic reduction in the number of players.

From the very start of the transition to the service based market we predicted 
the development of complex service supply chains1 in which service developers, 
providers, hosters and intermediaries collaborate to deliver service based 
capabilities using the “software as a service” model. In our early work we 
advised that specialization was absolutely critical – the service market was 
and is destined to become very large, and there would be opportunities in 
many different sectors. We envisaged specialist providers supporting tightly 
focused ecosystems of consumers with similar concerns. These might be based 
on particular vertical sectors such as pharmaceutical services, or based on a 
market such as computer components, or a specific supply chain around a 
dominant retailer such as Walmart. In fact we believe the market for horizontal 
business services is relatively limited compared to the overall opportunity for 
more specialized services.

1The Service-Oriented Software Supply Chain. http://www.cbdiforum.com/secure/interact/2002 – 12/
supply.php3
The Web Service Business Framework. http://www.cbdiforum.com/public/report_webserv.php3
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So when we looked at StrikeIron’s service directory we were 
interested to see a specialized focus which creates a strong 
differentiator from all the other service directory operators.

StrikeIron
StrikeIron, based in Research Triangle Park, NC was 
formed in 2003 and started out with the intention of making 
simplification tools to assist Web Service developers. Their 
first product was a Web Services Analyzer – a client tool 
providing an easy to use façade replacing the need to read 
WSDL, with a tree structure browser and a table view of 
the output that could be saved directly to Excel. This early 
experience showed there was a much larger need in the 
area of making Web Services easier to use, also that the 
initial focus on developers would alter because properly 
focused automation would enable business users to 
consume services.

Today StrikeIron sees its mission as “creating products 
and services that allow business users and developers 
to take advantage of the wealth of global information 
made accessible by the emerging set of Web services 
technologies and Service-Oriented Architectures”.

In effect StrikeIron is enabling better “ease of use” with 
a variety of services that make the business service 

easy to find, understand, consume, trust and rely upon. 
We characterize this specialization as a service usability 
infrastructure, as shown in Figure 1, a form of infrastructure 
that sits above the conventional Web Services Management 
(WSM) infrastructure providing a pipeline of services that 
simplify and facilitate the provider/consumer relationship.

The Web Service Business Network
The StrikeIron Web Services Business Network (WSBizNet) 
is effectively a portal providing the cluster of facilitating 
services for providers and consumers covering content, 
assistance and commercial support. (See Table 1)

Content
WSBizNet Web Services Directory is a meta directory 
currently cataloging some 1000 registered services in the 
StrikeIron public directory ranging from serious business to 
relatively trivial, see Table 2. There are standard (free) and 
premium services.

Currently all premium services have been developed by 
StrikeIron, but the commercial model discussed below 
is clearly established to encourage many developers to 
participate in this channel.
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Figure 1: The Service Usability Infrastructure
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Assistance
Directory entries are comprehensively documented as 
shown in Figure 2. Each entry has links to the WSDL list 
and analyzer, operation descriptions, comprehensive 
documentation and a service test facility. However what 
sets this directory apart is StrikeIron’s service level 
monitoring providing 30 day rolling performance data and 
the ability to set your own service level alerts when the 

service is not available. This goes a long way to establishing 
the necessary level of trust required to enter into a user 
agreement with a third party, and in our experience this is 
necessary, not just for relatively anonymous providers but 
also internal service providers.

StrikeIron has recently made available a plug-in for Excel 
for business users who do not have developer skills to 
consume services. This is currently available in Beta and 
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Figure 2: WSBizNet Example Directory Entry

Provider Consumer

Content Network provides “software as a service” 
channel for service developers and providers 
and optional hosting

Significant directory content
Trusted source
Visible performance and service level 
information
Private and public options

Assistance Consistent approach to basic and extended 
service documentation simplifies consumer 
task 

Consistent approach to service documentation 
simplifies consumer task
Integration tools

Commercialization Consistent commercial model
Flexible pricing model
License management
Tracking and billing

Consistent commercial model

Table 1: WSBizNet Enables Provider/Consumer Relationship
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may be freely downloaded2. The plug-in provides a drag and 
drop capability that works well. I tested this facility using 
the Office XP version of Excel on an average configuration 
PC. The installation, which requires the .NET Framework, 
was very easy, and I would expect most business users 
reasonably well versed in standard Excel functionality to be 
able to do this without difficulty.

The plug-in includes an embedded directory search (Figure 
3) which presents a tree structure view of the service 
enabling simple drag and drop onto the Excel Worksheet 
(Figure 4). The service can then be refreshed as required 
(Figure 5).

Commercialization
The Web Services market is starting to mature. A couple 
of years ago Web Service developers and providers 
were focused on creating technology understanding and 
directories were full of free web services, most of them 
with pretty trivial functionality. While there are still a host 

of free Web Services available there is a marked trend to 
chargeable services.

StrikeIron has recognized the dynamics involved and 
provides a commercial framework and channel for 
developers and providers. The WSBizNet framework 
provides a commercial façade for developers and providers 
in which the provider delegates sales and marketing to 
StrikeIron and the consumer contracts with StrikeIron. The 
provider may also use StrikeIron’s hosting services as well. 
We illustrate the commercial framework in Figure 6.

The WSBizNet site doesn’t beat about the bush – there is a 
prominent link How to Make Money!3

2http://www.strikeiron.com/htmls/ondemand.aspx
3How to Make Money! http://www.strikeiron.com/htmls/how_to_make_money.aspx

Business services StrikeIron Address verification
Do not call
Email verification
Financial services 
(e.g stock information, ratios and reporting)
Company information 
(e.g D & B, Zacks etc)

Barnes & Noble Price search

123 Multimedia Product Catalog

Amazon Various

Information services 400 Hitter Baseball league data

Abundant technology Celebrity information
World population data

Acedgi.com Orders service

ACH CHEX EFT check payments

Miscellaneous Advocate Media Systems Bicycle fit

ApniUrdu Urdu translation

Armchair Athletes Calculator

Search Agni Software

Chris Sells Wahoo Game

Table 2: Example WSBizNet Services
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Figure 3: Excel Plug-in – Search Directory

Figure 4: Excel Plug-in – Drag and Drop
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Figure 6: The WSBizNet Commercial Framework

��� ��������
��������������

�������� ���������� ��������
������������ �������� ������� ��� �����������

�������� ����� ���������

���������

����������
��������

����������
��������

�������� ���������� ��������
�������� ��������� ��������� ����� �����������

������������� �������� ��� ������

����������

��� ��������
��������������

���������

�������

������������ ����������� ��������
�������� ��� �������� ��� ���������

������ ���� ��������
����� ��� �������� ���� ��� ���������

��� �������
������ ����

��������
���������

������������

��� �����
�����������

��������

�������������

����������

�������� ���������� ��������

Figure 5: Excel Plug-in – Refresh Service
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Premium Services Program
Flexible subscription capabilities are provided as shown in 
Table 3. 

The commercial framework includes complete life cycle 
support with trial capability, free online testing tools and 
promotional programs. Full subscription administration 
is provided including account set-up, billing, collection, 
cancellation and pro-rating.

Affiliates Program
StrikeIron also has a typical 
affiliates program in which 
they encourage other sites 
to promote and link to the 
WSBizNet portal, providing 
up to 10% referral 
commission on order.

Reseller Program
An interesting aspect of the 
current Web Services market is that Web Services are 
duplicated across many directories on a non exclusive 
basis. This is so prevalent that sites are now positioning 
themselves as aggregators, claiming to have the most 
comprehensive coverage of available services. StrikeIron 
makes a virtue of this non exclusivity telling us they don’t 
see themselves in competition with other directories, rather 
they encourage cross listing as a mechanism to increase 
their market coverage. Their reseller program provides 
typical incentives not just for other directory operators 
but also VARs, ISVs and ASPs to resell StrikeIron’s Web 
Services as part of their product solution.

Conclusions
While StrikeIron may look very similar to the plethora of 
online Web Service channel sites, it is pursuing a quite 
different model. Its long term objective is not to develop the 
most comprehensive collection of services, rather to see 
their value adding services (including commercialization and 
tools) attached to as many services as possible. Meantime 
they are focusing on delivering the high level infrastructure 
and capability that will allow others to use Web Services 
more easily, and to focus particularly on business users 
rather than developers.

This approach looks pretty sensible. In an emerging market 
it is all too easy to assume that services have to be provided 
free of charge until the market is ready to commit funds to 
a new concept. In contrast StrikeIron has addressed the 
issue that their customers have – that is how to make usage 
as easy as possible and to wrap this in a commercial model 
that is equally attractive to developers and consumers.

There are close parallels with the largely defunct software 
component marketplace which was very active in the 
1998/9 period. The reason that this marketplace failed to 
develop is that the channel operators saw themselves as 

intermediaries, not as facilitators. 
The channels did invest in 
creating a supply chain, 
but they completely 
failed to understand the 
requirements of the end 
customer in terms of the 
functional requirements 
and the adoption, 
integration and life cycle 
support issues.

In this respect StrikeIron 
has done a good job of 

understanding the adoption and integration issues and have 
aligned their product offerings to directly support them.

References

StrikeIron WSBizNet 
http://www.strikeiron.com/

http://www.strikeiron.com/htmls/wsbiznet.aspx

Subscription Pricing Options

Price per period (month, year)

Price per transaction

Included Hits per month

Limited time trial based on hits

Charged additional hits

Table 3: Pricing Options

has done a good job of 

StrikeIron has addressed the issue that 
their customers have – how to make usage 
as easy as possible and to wrap this in a 

commercial model that is equally attractive to 
developers and consumers.
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CBDI provides consulting and educational services to enterprises in our 
specialized topic areas. We are actively developing methodology and our 
workshops and consulting services are the first place we comprehensively 

document our guidance in a structured manner.

For 2005 we have restructured our services considerably reflecting that we have moved beyond 
pioneering and are now able to provide explicit guidance. Our new services offerings have therefore been 
developed specifically to provide direct assistance to particular phases of project or program activity. 

Most of our educational offerings use the Workshop format, where we include discussion based either 
on the client’s own situation or using CBDI provided examples. Most workshops are planned as 2 day 
duration, and we recommend follow-up activity, either as a third day of the Workshop or consulting 
day(s) to guide early practice. 
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Project or Program Education Seminars and Workshops

Implementation 
Planning

SOA and Web Services Roadmap Workshop 
• A facilitated intensive workshop to assist a cross functional team of 

managers and specialists to develop phased strategy and plans for SOA 
implementation. 

General Education and 
Communications 

The SOA Seminar
• General Communications Seminar: a one day event in which CBDI provide 

customized education in SOA for a general audience covering topics including 
service technologies, processes, development techniques, applications, 
operational considerations and organization. 

• Management briefing: typically a half or one day event including strategic 
business and technology impacts and  organizational issues.

SO Architecture The SO Architectural Framework
• An interactive briefing and workshop providing a framework and guidance for 

a practical service oriented architecture. 

Service Based Business 
Design

Business Modeling for SOA
• An interactive workshop in which we guide business and technical managers 

and specialists in understanding the opportunities of the service economy and 
techniques for modeling the service based business.

Service Specification 
and Design

Practical Service Specification and Design
• A detailed walkthrough of the steps of service design – from planning the 

structure of the business service bus through to delivering individual services 
to consumers.

Detailed and Technical 
Design

Service Design Realization
• Detailed guidance on implementing the service bearing component 

architecture supporting run time discovery and versioning. 

Development 
Infrastructure

Development Platform Automation for SOA

Next Steps
To arrange a workshop contact CBDI:

By email at: info@cbdiforum.com
By Telephone/voicemail: +353 28 38073 (International)



Subscribe to the 
CBDI Forum

The CBDI Journal is published 
monthly. In addition to the 

Journal, subscription includes 
electronic access to current 

and all back numbers that now 
represent a significant resource 

library. There are individual 
and corporate subscription 

schemes. Corporate 
subscription includes access 

to Powerpoint libraries and our 
workshop materials.

For more details and to 
subscribe see: 

www.cbdiforum.com

CBDI Raison d’etre
We aim to provide unique insight on component and service oriented technologies 
and processes for the software industry and its customers. To provide high quality 
analysis and other information resources on best practice in business software 
creation, reuse and management. To maintain the highest level of independence.

Modus Operandi
The CBDi Forum has a number of channels:

• Subscription services – provision of continuous commentary and 
information.

• Workshops and seminars – providing indepth briefing and guidance on 
advanced architectures, processes and practices.

• Consulting – including related product management and marketing 
advice, application audit and guidance, technical and business evaluation 
for investment

How we compare with others
We are not a mass market, media oriented organization. All material published by 
the forum is unique. The majority of material is published by our own analysts, or 
commissioned from others, and under strict editorial control to ensure accuracy. We 
rigorously exclude spurious marketing. 

We provide depth insight which covers a narrow topic footprint in a deeper way 
than the other analysts, and in particular cover not just the technology, but also the 
architectures, usage, practices and processes. 

Also we are unusual as analysts; we do not simply echo what the vendors say, we are 
a think tank, identifying new ideas, opportunities and providing stimulus for thinking. 
We are thought leaders providing ideas generation and a rich source of conceptual 
thinking based on practical, real world feedback.

Who Reads the CBDI Journal
Technical leaders including Technical and Application Architects, Business Analysts, 
Consultants, CTO’s, Designers, Product Strategists, Senior Developers, Project 
Managers, CIO’s etc. Subscription is split roughly 40% USA and 50% Europe.

Contact Us
For further information on any of our services contact us at: info@cbdiforum.com or 
+353 28 38073 (international)

IMPORTANT NOTICE: The information available in CBDI publications and services, 
irrespective of delivery channel or media is given in good faith and is believed to 
be reliable. CBDI Forum Limited expressly excludes any representation or warranty 
(express or implied) about the suitability of materials for any particular purpose and 
excludes to the fullest extent possible any liability in contract, tort or howsoever for 
implementation of, or reliance upon, the information provided. All trademarks and 
copyrights are recognised and acknowledged.
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