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By Oliver Sims

On Customization, Standardization and Diversification

A couple of years ago there was considerable interest in adaptable or 
agile systems. At the time we observed that obtaining agility in business 
information systems is a highly complex subject, and that a good place 
to start is to try to measure it. Then you can start to relate agility to cost 
and resources.

One of the challenges is that there are a large number of strategies and 
techniques that can be used to deliver agile systems and that varying 
circumstances will render quite different priorities for each enterprise. One 
enterprise may be concerned to ensure that possible M & A (merger and 
acquisition) activity will be easily accommodated. Another enterprise may 
need to ensure that business processes and services in each part of its 
businesses are customized for particular trading circumstances. Another 
enterprise may see standardized data descriptions and core services 
as a way to simplify the core business and allow more or less unlimited 
diversification providing the standardized functionality is complied with.

It therefore becomes a matter of supply/demand. On the one hand most 
enterprises have powerful forces pulling in the direction of diversification–
influential business units want (demand?) to do their own thing, while less 
powerful Business Units (BUs) are happy to go with the flow. Meanwhile 
the IT organization might well start off from the position of corporate 
services standardization as the only affordable strategy which will enable 
change. In many cases they can point to prior enterprise application 
acquisition projects which forced BUs down this road which led to 
standardization of systems and processes.

We think the supply/demand process (in large, complex corporations) 
needs to be a process vested with much intelligence. The resolution of 
standardization vs diversity is now assisted by our ability to assemble 
and customize services, at both development and run time, in ways that 
standardized behaviors can be adjusted to suit many local circumstances. 
By coincidence this month we have a report from Richard Veryard on the 
use of services in the automotive sector, and it is a powerful reminder of 
the sophistication of widely used production engineering practices that 
enable the creation of varying levels of customization to be applied to a 
wide range of standard parts and assemblies. You might consider the use 
of common automotive designs (widely used and or traded sub-frames, 
engines, gearboxes, suspension systems) is analogous to design time 
customization techniques and the make to order strategy, popular among 
many of the major manufacturers, is analogous to run time customization 
and assembly.

In our lead report this month Oliver Sims addresses this interesting 
question–what techniques are relevant to the design time and runtime 
customization tasks, and how to deliver services and processes that are 
inherently agile. I don’t expect anyone in the automotive industry would 
consider this topic anything but seriously complex, and in software terms 
I suggest we are just entering an era where these issues will become 
topics of intense interest.

David Sprott, CBDI July 2005
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By Oliver Sims

Developing the 
Architectural Framework 
for SOA
Part 3 – Agile Services

Agility is the ability to be “quick-moving, nimble, and active” [COD]. 
These were exactly the characteristics exhibited by the scenarios 
presented in the first article in this series. This article describes the 
concepts that can enable such agility. We first discuss the specifics 
of the “software extension” described in Scenario 2, where service 
implementations were able to be quickly extended. We then outline 
further agile capabilities, both run-time and development-time, that 
can add significantly to agility in an SOA environment.

Introduction
The first article in this series presented two scenarios, set in the near future, 
that illustrated an agile service-oriented environment. The architecture implied 
by these scenarios is characterized by a component-based architecture (for 
best-practice modularization along business lines) with clear dependency 
management patterns applied, the use of web services for all component 
interfaces, development using MDA/MDD, an ESB, a ubiquitous notification 
service, and clear traceability between the deployed services and the “business 
model” or “requirements”. Together, these provide significant synergy, and form 
the basis for an agile service-oriented IT environment.

The first scenario was about agility through a number of user-oriented services 
and capabilities. In particular, traceability from business model through services 
to their implementations was featured. The second scenario, where a developer 
called Jim Fredrickson “extends” an existing component without touching the 
already-deployed code, was about build-time agility.

The previous article in this series focused on scenario 1, and showed how 
dependency management could be achieved through a service granularity scheme 
that exploited CBSE collaboration concepts, and supported clear traceability 
between a business model (requirements) and the deployed system.

In this article we examine scenario 2, and show technically how the agility 
described could work in practice. First, we look carefully at the extent to which 
web services are really loosely-coupled, and conclude that there is still work 
to be done. Second, the specific examples of agility shown by scenario 2-
where Jim Fredrickson “extends” an existing component without touching the 
already-deployed code-are discussed. Finally, we draw back from the details of 
a specific example, and summarize the various ways in which agility in service 
development and also in deployed services themselves can be realized.
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Web Services – How Loosely Coupled Are 
They?
Current implementations of web services middleware 
provide a very useful degree of loose coupling, but do 
not exploit the agility potential of XML – the format used 
for web services messages. Scenario 2 is based on such 
exploitation. Here we briefly explore the techniques used. 
These techniques have been used and tested in the past 
[2][3], albeit in pre-XML days, and hence using proprietary 
metadata formats and middleware.

Let’s briefly recap on how web services work, and then 
pinpoint the levels of coupling (both loose and tight) 
provided today. Figure 1 shows a run-time example of 
service invocation. First we’ll look at how the service is set 
up, and then consider its run-time characteristics.

Setting up the Service
First, a service is defined using WSDL, and is published by 
the Web Services Broker (WSB) middleware [4]. A service 
administrator specifies (often by configuration) the service 
implementation that the WSB should invoke – for example, 
an EJB, one or more CICS transactions, a BPM process, 
or a .NET assembly. This invocation is usually carried out 
using a tightly-coupled, sometimes proprietary, connection 
mechanism.

To use the service, a programmer builds service requester 
code.1 First, she or he uses facilities provided by the WSB to 
retrieve a version of the service interface in the appropriate 
programming language (e.g. Java). The implementation 
for this interface is provided (sometimes dynamically) by 
the WSB in the form of a “proxy”, generated in the same 
language as the service requester code. The service 

requester code accesses this proxy using normal tightly-
coupled programming statements. The proxy actually 
invokes the service, handles SOAP messages and XML 
parsing, drives the comms stack, etc. This approach 
hides the low-level details of service access from the 
programmer.2

Invoking the Service
The run-time behavior, illustrated by Figure 1, is as follows:

1. The service requester code invokes the Proxy (link 
A)

2. The Proxy invokes the “Messaging” part of the 
WSB (link B), and the message is routed by the 
“Adapter” part, and . . . 

3. . . . (link C) invokes the service implementation

Note that XML appears only on link B in this sequence. 
Valuable loose coupling in web services takes the form of 
“articulation points”. Thus link B could invoke the service on 
a range of systems as defined by the URI that is accessed 
dynamically at run-time. Similarly, link C could access 
different service implementations, based on re-configuring 
the Adapter part of the WSB.

Tight Coupling
Now suppose that the service implementation changes 
slightly, and an extra operation parameter is introduced. 
Let’s also assume that the service can continue to operate 
if invoked with only the original parameters (for example 
it may be able to default a value for the new parameter). 
Nevertheless, the invocation stream shown in Figure 1 
would still break. In particular, the service invocation code, 

1Here we describe the situation where code is written to invoke a service. In a number of interesting situations – for example with EAI or BPM-style products – 
no code is written; rather service invocations are merely specified, and the provided middleware takes care of service invocation details. However, the discussion 
on coupling at run-time generally still applies.
2The proxy also may implement one of the potential strengths of UDDI – that is, run-time binding. The proxy could cache the endpoint of the web service they 
access. On a communications failure, the proxy would query UDDI and retrieve the endpoint for the service. It may well turn out that the reason for the failure is 
that the service’s URI has changed, and hence the service access can be re-tried. In this way, web service providers can route a service to other systems – for 
example to perform routine hardware maintenance, failover within a cluster architecture, or disaster recovery – without impacting consumers of those services.

Figure 1: Web Services Couplings
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unless re-compiled with the new interface, would access 
the Proxy with an invalid parameter, and would throw an 
exception – even though the service would be quite happy 
with only the original parameters! In other words, the end-
to-end web services flow perpetuates the rigid client-server 
constraint that the client must conform to the interface of 
the server – i.e. the service implementation.3

Examples of Agility
In Scenario 2, it is assumed that middleware and tool 
providers fully support exploitation of the loose coupling 
potential of XML. As mentioned, such exploitation has been 
successfully applied in the past when metadata formats 
were a proprietary matter. We assume it’s only a matter of 
time before the XML world takes account of these already-
proven advantages.

Exploiting XML
SOA introduces something new in communications formats. 
For the first time in an international and widely-adopted 

standard, metadata in the form of XML tags – labels for 
data values – actually flow across the “wire”. This was not 
the case with older communications standards such as 
CORBA or IBM’s SNA or TCP/IP. Surely we can exploit the 
presence of these tags to provide greater flexibility? The 
answer is that we can, and our second scenario assumes 
that middleware vendors, in a few years’ time, will be doing 
just this.

A good example of such exploitation lies in introducing 
some resilience in the face of interface evolution 
– or “interface creep”. Figure 2 shows the addition of an 
“Agile XML Exploitation” (AXE) module, which can be 
automatically generated by tools, in both the proxy and the 
service implementation.4 (Note that the examples shown in 
Figure 2 and elsewhere are extremely simplified in order to 
illustrate the point. Real service interfaces generally have 
much more data in them, whether as separate parameters 
or as further “nested” data.) Also shown in the figure, in 
a simplified form of WSDL, is a fragment of version 1 of 
the Sales Commission service definition. This service was 
mentioned in scenario 2. At run-time, the proxy AXE sends 
only the XML tags “SalesPersonNo” and “SalesAmount” 

3Note that interface versioning does not solve this problem – but it does identify it, and hence allows for a more graceful failure.
4An “AXE” is an example of the “interface implementation” class described in [5].

Figure 2: Agile XML Exploitation (AXE)
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with their data values to the service requestor. The WSB 
passes the XML data from the service message to the 
service implementation. Here, the AXE performs rather like 
the COM “automation” method “IDispatch”: it checks the 
incoming XML for the operation required, finds both data 
parameters, and performs the service.

Now assume that the service is updated to add a 
“MonthEndingDate” parameter (Version 2 in the figure). 
Suppose also that:

• The service implementation can default a value for 
month ending date if one is not provided by the 
service requester

• The deployed service requester is not changed 
– that is, stays at version 1 of the service.

In this case, the AXE at the service implementation 
checks the message parameters as before, and finds 
“MonthEndingDate” to be missing. It defaults its value, and 
invokes the “native” service implementation code. Thus 
version 2 of the service continues to provide the same value 

to Version 1 of the requester. If the response back to the 
service requester had a parameter added in version 2, the 
same resilience applies in reverse: version 1 of the service 
requestor AXE merely ignores the new data tag and value.

While this level of resilience is limited, it is certainly at a 
higher level of robustness than today’s SOA middleware 
generally provides, and an interesting degree of interface 
creep can be accommodated.

Extending a Service
There are several ways in which a component can be extended 
in situ, all of which require some help from the component 
container middleware. In scenario 2, the Sales Commission 
component is extended to take account of goods returned 
in calculating a salesman’s commission. The developer 
merely codes a new operation (CalcReturnsCommission), 
configures it to be invoked immediately before an existing 
operation (CalculateCommission) returns its result to a 
requester. Only the new operation need be deployed. Figure 
3 illustrates the flow of control, and Figure 4 shows what 

Figure 3: Extending a Service Implementation – Flow of Control

5Space prohibits discussion of the various technical questions that arise from this approach. Answers will vary according to the precise nature of the middleware. 
However, some help is almost certainly needed from the component container middleware, and possibly from the WSB. However, since extension approaches 
using the AXE concept have been used successfully in the past, I have reasonable confidence that the questions can be addressed.
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the component configuration data might look like. As can 
be seen, the component makes use of the AXE concept.5 
Figure 4 also illustrates how the scope of an interface can 
be defined. The CalcCommission operation has a scope of 
“assembly”, which means the service operation can only 
be invoked from within the component assembly. A scope 
of “private” means that the service operation can only be 
invoked by the same component (it is assumed that the 
middleware will provide for local optimization).

There is no fundamental technical problem in extensions 
of this kind. For example, deploying an EJB file is, from 
a particular technical viewpoint, merely an extension of 
the run-time middleware. When CBSE is adopted, two 
approaches are:

• Plugging a code module into the run-time, and 
configuring the AXE in the service implementation 
component to route invocations of the new 
operation to the correct module at the right time 
(this is the approach assumed for scenario 2) 6

• Component “subtyping”, so that the new 
operation is added as a subtype of the existing 
component. Technically, this approach is a 
mixture of dynamic sub-typing and delegation, 
and again makes use of the AXE concept to 
hide technical complexities from the business 
developer. [2] [3]

The “Generic Get”
Scenario 2 also mentioned use of a “Generic Get” operation. 
This enables a service requester to ask for whatever subset 
of data it wishes from a component – assuming (of course!) 
that the service is responsible for that data. Although 
certainly not a general database query facility, an important 
advantage is that service requesters can ask for subsets 
of data that were not thought of by the service designers. 
Effectively, the service is saying (as it were), “Here’s an 
interface with three operations to get various chunks of my 
data. But if you don’t like these chunks, invent your own 
chunks (subsets of my total data) dynamically using my 
Generic Get operation”.

The Generic Get works as follows:

• The requestor assembles the XML tags for 
the data values required and then invokes the 
service’s “generic get” operation, sending the 
tags with the request

• The service implementation looks at the tags, 
retrieves data for all those it recognizes, and 
returns the tags with their values to the requester.

Simple “list” requests can also be made – as was the case 
in scenario 2, and Figure 5 indicates what the data provided 
might look like within a run-time SOAP message.

Figure 4: Component Configuration for the Extension

6As a middleware design option, the AXE for each component could be part of the WSB. For various reasons including separation of concerns and simplicity of 
use, I prefer it to be part of the implementing component, even if the result is more work for middleware developers.
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The “generic get” can also be automatically generated by 
tools, so that no business logic developer has to manipulate 
XML or write generic code – neither of which are simple 
programming tasks. Indeed, in scenario 2, the developer 
worked entirely at the model level, indicating advanced use 
of Model-Driven Development.

All above make significant use of XML tags, as does web 
services itself. Clearly a shared understanding between 
service provider and requester of the meaning of any 
given tag is essential. As far as the system is concerned, 
it ought to be possible to change each different tag (and 
their namespace names) into a unique but random string 
of characters. If this were done, the system would still 
work exactly as before, but would be quite horrendous to 
maintain. From this consideration alone we can conclude 
that the semantics of an XML tag are not 
inherent in the string of characters 
between “<“ and “>“. This means that 
a clear explanation of the semantics 
associated with a given tag name 
must be maintained. In other words, 
an ontology of XML tag names is a 
pre-requisite for large-scale use of 
XML – and hence for large-scale use 
of SOA.

Ubiquitous Agility
Additional aspects of XML exploitation, which may be 
applicable in various situations, include:

• Generic meta-data-driven code – this is generally 
quite complex to write and test, but can in some 
areas save a great deal of development time. 
One example of this is “grouped transaction 
submission”. For example, suppose a new service 
is required for a new or changed use case, where 
the new service must run in a single recoverable 
transaction. However, on examination, it turns 
out that the new service is merely a combination 
of two existing transactional services. Ideally, 
we want to submit the data for the two existing 

services in such a way that the two are run in a 
single transaction instead of separately. This can 
be achieved through a generic service that runs 
technically as a single recoverable transaction, 
and that invokes the other two services either 
serially or in parallel, so avoiding the need to 
produce a new service and possibly a new service 
implementation.

• UI automatic views – The ability to vary 
dynamically the layout of a UI panel, and also to 
vary the presentation of data, and also the amount 
of data, through generic UI framework code is well 
understood. The dynamism is generally based on 
use of XML although the “Naked Objects” initiative 
[7] achieves the same end through introspection 
of Java classes and by automatic and dynamic 
panel generation. In principle, each user could 
vary their own screen layouts without having 
business rules over-ridden or changed.

• Dynamic database schema modification – If 
performance considerations permit, a database 
schema can be dynamically modified depending 
on changes to a component’s behavior or service 
interface. This could be useful when an extension 
is made that also extends the data schema, even 
if only for testing purposes, with static changes 
being made to the schema prior to deployment.

Agility in service provision is not only a 
matter of exploiting XML in the run-
time. There is much more that can 
be done, and we can conveniently 
divide these into the two categories 
of development-time and run-time 
facilities, each deriving from a 
competent and synergistic enterprise 

SOA:

Development-Time Agility
• Dependency management schemes, based in 

dependency minimization patterns and CBSE-
driven component autonomy.

• “Product Line” or “Software Factory” 
approaches, aimed at separating business-related 
aspects from software technology aspects. This 
can reduce the time spent on development of 
business function and processes. A common 
barrier to this approach is the probable need to 
re-visit the organization of the IT group.

• Model-driven development, so that IP 
(intellectual property) is moved to models and 
away from source code. Ideally, all code is 
generated from models. On the other hand, use 

Figure 5: A “Generic Get” request for a List of Data

Agile services are not a 
matter of chance.
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of generic code means that less code needs to 
be tested and deployed, which suggests that 
code generation should be minimized. In this 
case, the model would specify the configuration 
of a generic component implementation. Code 
generation and generic code are not contradictory 
directions, rather they supplement each other. 
Indeed, there should be a creative tension 
between code generation and use of generic 
code.

• Best-practice modularization of service 
implementations along mature CBSE lines, as 
defined now in UML2 [10] and discussed in 
various publications over the past five years (e.g. 
[11]).

• Re-use of artifacts according to a clear re-use 
plan that will (for example) define those artifact 
types that are not intended to be re-used. Both 
product line and CBSE have important roles to 
play here.

• Hot-plugging techniques (where supported by 
middleware) that reduce the volume of code to be 
re-deployed, and hence minimize the amount of 
regression testing that has to be done.

• A rigorous focus on simplifying the development 
effort – in particular design and programming 
simplicity. Simpler development means faster 
development. Simplification requires product line, 
CBSE, MDD

• Aligning business requirements structures 
with component structures, so reducing the 
“Business/IT Divide” and making re-work due to 
misunderstood requirements less likely – as well 
as providing for better traceability. [9]

• Identification of business rules that can be 
handled by a rules engine rather than being hard-
coded. These business rules are associated with 
a business element [9], and hence with a service 
and with a service implementation. It is possible 
that the rule itself may be provided to the service 
implementation as part of its configuration. The 
implementing component would then fire the rule 
when appropriate by invoking the rules engine.

Run-Time Agility
• Configuration – Ideally, as much as possible 

should be “configured” or otherwise specified 
– as opposed to being programmed. However, 
in heavily configured systems there is often a 
comprehension problem. What will the effect of 
this configuration change be on the system as 

a whole, or on other parts of the system?? The 
Configuration Service in scenario 1 is based 
on the idea that it is services and implementing 
service implementations (components) that are 
configured, rather than an application as a whole. 
This tends to focus configuration efforts much 
more precisely, limit unwanted side-effects, and 
helps avoid “configuration spaghetti”, where 
configuration has cross-cutting dependencies 
that become highly complicated and, in the 
extreme, incredibly difficult to comprehend.

• Customization – There are many forms of 
customization, including extending deployed 
components, configuring components, changing 
or adding source code, and replacing “place-
holder” or “minimal function” components with 
business-specific components. SOA with CBSE 
allows customization to be scoped to specific 
services and service implementations, so limiting 
its potential impact.

• Hot-plugging of components into the run-time, 
including replacement of a component with a 
new version. This helps reduce the impact of 
re-deployment on the running system, and on 
systems management. A number of environments 
support hot plugging today.

• Re-use of already-deployed components in new 
assemblies, so that several assemblies use the 
same component in the run-time. This reduces 
the deployment footprint and also reduces the 
testing load.

• Business Rules that are pluggable and executed 
by a business rules engine. With CBSE, each 
business rule can be assigned to a component (a 
component assembly is also a component), and 
is invoked or fired by the component. In this way, 
many business rules can be categorized by the 
specific business and software structures that 
they affect.

• Event-driven behavior – This is a subject in 
its own right. Suffice to day that a ubiquitous 
notification service, using XML-based event data, 
can be hugely useful in designing systems, and 
adds significant flexibility, The ability to publish 
and subscribe to events should not be confused 
with event-oriented design, which is an alternative 
design model that usually assumes a component-
oriented software structure [8].
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Best Practice Report

By John Dodd

Summary
Agile services are not a matter of chance. They are primarily 
a matter of implementing an SOA that overtly aims to 
provide agility. Further, web services today do not exploit 
the full power of XML to provide for valuable run-time agility. 
However, when underwritten by an SOA that takes agility 
as one of its main goals, significant levels of agility can be 
achieved both in the run-time and at development time. Such 
agility can make a huge difference to the responsiveness of 
IT organizations to fast-evolving business demands.
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Best Practice Report

By John Dodd

Practical Service 
Specification and Design
Part 4: Delivering Services

The service has been thoroughly specified: how do we get it into 
production?
This report discusses the project tasks required to take a specified 
service through to production deployment. This includes negotiating 
with the provider, service testing, certification and publishing. We 
also review the main ways in which a service can be implemented.
We conclude the report series by proposing a set of teams for 
delivering software services and service-centric systems, and depict 
a generic development process for service-oriented development 
that is driven by a business process improvement project.

Introduction
This is the final article in a series of five offering guidance on how to develop 
software services for long-term benefit while addressing the needs of current 
projects.

• Part 1 covered Service Planning – identifying the software services an 
enterprise should acquire in the long-term.

• Part 2 covered Service Refinement – in which specific requirements for 
services are derived from Software Solution projects.

† Part 2a described techniques for driving the service details from 
underway Software Solution Delivery projects.

† Part 2b discussed situations in which the service providers take the 
lead in defining service details.

• Part 3 addressed Service Specification – preparing a thorough 
definition of service function and quality, to be used by implementers, 
testers, consumers and operations.

• Part 4 concerns Service Delivery – the activities required to take 
a service from specification to deployment. Figure 1 depicts the 
principal project tasks involved in moving from service specification 
to production, which are then discussed in sequence. To round up 
all five articles, we shall than inspect an overview of the service 
design process. We shall propose a network of teams is needed to 
support the SOA approach, and finish with a reminder that alternative 
processes are possible using this team structure, policies and 
circumstances dictating the best alternative.



12 CBDI Journal © CBDI Forum Limited, July/August 2005

Developing the Architectural Framework for SOA continued . . .Practical Service Specification and Design continued . . .

CBDI Journal © CBDI Forum Limited, July/August 2005 13

From Service Specification to Production
The process flow diagram shown in Figure 1 depicts the 
activities typically needed to progress a software service 
through specification, implementation and certification so 
it is ready for use in production systems. We are assuming 
here that the Enterprise Service Bus – which enables 
services to inter-communicate and which offers other 
runtime technical services – is already in place.

The process flow begins with the request for a service to be 
delivered, and this is accompanied by the requirements for 
that service. While the request may be for the entire service 
functionality, it is typically limited to specific operations. The 
request could also be for an existing service to be extended 
with new operations, rather than a new service. The request 
may arise from an underway Solution Delivery project (as in 
article 2a) or be provider-driven (article 2b).

The arrows indicate the general sequence of work, and 
some feedback loops have been shown. The sequence 
of tasks will actually vary according to provisioning 
mechanism, development style, policies chosen and origins 
of the service delivery request. An iterative style of project 
management would involve more loops, and the use of pre-
existing services would allow some tasks to be skipped, 
with the specifications being derived from the behavior 
of the acquired service. Table 1 provides a commentary 
on the tasks performed by the Service Provisioning team, 
and Table 2 covers the tasks performed by the Service 
Implementation team. We will return to these teams later in 
the article.

Note: service implementers should make “beta” versions of 
software services available to consuming developers, thus 
enabling earlier testing and feedback.

Figure 1: Service Specification to Deployment
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Service Provisioning 
Team Tasks

Task Description / Comments

Prepare for Service 
Specification

Review the service requirements and service descriptions in the Service Portfolio Plan (SPP). 

Select Service Provider Finalize the service sourcing mechanism (stated in the requirements, and the SPP, but the provisioners may now 
argue for a different source), and select the provider organization, where there are alternatives.

Create Service Specification A rich service specification is prepared, that meets the requirements, and conforms to policy in the SPP, as 
described in article 3. The normal expectation is for the specification to be created in a top-down fashion, which 
both elaborates and generalizes the requirements. In some situations, the specification details are derived 
from the service supplied. Where selecting a service from several candidate sources, including the build-from-
scratch option, then a top-down spec. can be prepared, and gap analysis used to select the best option. 

Generalize Service See technique guidance provided in article 2b.

Negotiate SLA with Provider This innocent looking task could vary considerably in effort and duration. For a third party supplied commodity 
service, it may be a “take it or leave it” situation. On the other hand, an expensive commission awarded to an 
external supplier may involve extensive negotiations. In this case, the quality of service required, and the rest of 
the rich specification, should be worked out before negotiations start and the quality thresholds finally accepted 
need to be clearly documented in an SLA, and subsequently monitored. The agreed quality and behavior may 
require subsequent revisions to the specification.

Prepare Automation Unit 
Specification

This is the collection of software that implements this service, and perhaps others. It is largely specified by 
the services it supports, but it has its own (a) properties (b) non-functional requirements and (c) optional 
implementation design instructions. First identified in the Service Portfolio Plan, but reconsidered and refined at 
this point. Not required where a third party supplies and hosts the service. 

Obtain Specification Approval The service specification is approved according to policy. It may need to be approved by the portfolio planners 
and the business owner for the domain. 

Instigate Service 
Implementation work

The provisioners have selected the service provider and negotiated terms. They now give the implementation 
work the “go ahead”. They need to supply the service specification in cases where the service is to be 
developed from scratch or as a wrapper. Where a pre-existing service from a third party is to be added to 
the Portfolio, they initiate the acquisition and testing of this service, and the rich specification may need to be 
derived from the observed behavior during testing.

Field Queries from 
Implementers

The provisioning team needs to be on hand, to deal with questions that arise during implementation. These may 
reveal the need to improve the service specification.

Certify Implemented Service The service is certified as conforming to its specification and the SPP. To do this thoroughly would be an 
expensive procedure. At a minimum, we would expect the certifier to ensure the testing documentation indicates 
sufficient successful tests have been performed, that all documentation is in order, and to confirm the existence 
of a deployed “system test” service by exercising each operation at least once.

Move Service to Production 
Status

For services hosted on your own organizations computing network, the operations staff will need to deploy the 
automation unit in the production environment, and begin day-to-day operating, performance monitoring and 
other systems management activities.

Refine Deployment View The SPP includes a deployment view of services, to indicate where each service is deployed on the computing 
network. The Plan needs to be changed if the service is deployed in a different manner than first envisaged.

Catalog Implemented Service The service is “advertised” in a catalogue of portfolio services, so potential consumers can see it exists and 
browse its rich specification. The term catalog has been used since this is more than a registry1.

Advertise Available Service Where the service has been built for commercial gain, a sizable marketing campaign and sales drive may be 
appropriate. Even where a service is provisioned for internal use, it will be useful to notify potential consumers 
to ensure they are aware of its availability, and financial incentives may be introduced to promote service usage.

Table 1: Service Provisioning Team tasks

1Though see Improving SOA Governance with the Systinet Business Registry” in CBDI Journal for April 2005.
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Implementation Team 
Tasks

Task Description / Comments

Design Unit Tests Design the unit tests based on the pre- and post-conditions of the operations to be supported, plus additional 
tests to prove the robust functioning of the automation unit, correct updating of any embedded data stores, 
and where possible the correct behavior of specified message patterns/interactions. It is good practice to 
first perform these tests with dummy code representing the called services and components, so errors are 
localized.

Design Implementation Create an overall design of the automation unit internals. For example, decide the internal classes, methods 
and class interactions.

Design Persistent Storage Create the design of any embedded data storage required by the automation unit. This is probably delegated to 
database design specialists. Non-encapsulated automation units may call existing database designs directly, 
where that was permitted by the Service Portfolio Plan.

Write Implementation Code Write the programming language or script statements. Implementation design coding and testing is likely to 
be done an operation at a time, or an operation feature at a time for complex operations, until the planned 
functionality has been covered.

Conduct Unit Tests Perform the planned unit tests. Unit tested operations may be released to the Solution/Application 
development environment, for early trials within Solutions or within other services.

Correct Design and Code Errors revealed in unit, assembly or system testing are addressed. Where the implementation design or code 
is badly structured, making further maintenance or extension difficult, internal design “refactoring” should be 
considered.

Design Assembly Tests If the automation unit sends messages to other services, or calls further software components, and these were 
not incorporated into the unit testing (having been replaced by dummy services or stubs), it now needs to be 
tested in combination with the other services or components. The tests should be based on the pre- and post-
conditions for the operations to be provided by the automation unit, and any message patterns/ interaction 
constraints. When extending the automation unit, test that pre-existing operations still run correctly. The aim 
is that no functional errors should be found during system testing.

Conduct Assembly Tests Perform the planned assembly tests, and maintain records of tests. Errors identified are passed back to the 
task: Correct Design and Code.

Design System Tests These tests must be derived from the operations’ behavior specifications – their pre/post pairs. The schedule 
must allow time for a for few problems to be corrected.

Conduct System Tests Tests are performed in a near-production environment. A prerequisite is that a system testing environment has 
already been established, which mirrors the production environment as closely as is practical.

Design Performance Tests These tests are devised to prove that the quality-of-service specification will be met for the service. This must 
include security, and should also seek to verify reliability, availability and response times

Conduct Performance Tests Perform the planned system tests, and maintain records of tests. Any problems identified have to be passed 
back to the task: Correct Design and Code.

Get Service Ready to Certify The test results are assembled together and made available to the service provisioners, and the certifying 
provisioner is given access to the deployed service.

Table 2: Implementation Team tasks
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Provisioning Technique Better features Worse features

Subscribe to commercially available, 
preexisting Web service

No lead time for service development

Provider takes the strain

Should be reliable, if many other subscribers

Low cost, especially in short term

Need to trust provider

Little control over functionality and service 
levels

When essential changes needed, it may not be 
possible to get them

Commission third party Web service supplier 
to develop and host software service

Good control over functionality

Provider takes the strain, but could be quite 
expensive – depends on charging algorithm 

Need to trust provider

Need to negotiate service levels

Use a service provided by trading partner Enables better integration with partner’s 
systems

Usually, a free service

Security issues

Little control over functionality and service 
levels

Buy a software component that offers this 
service, host in-house 

Fair control of functionality and service levels

For complex service, cheaper than building 
from scratch

Vendor may supply updates

Services not typically offered this way, but 
may be achieved by wrapping a non-service 
component or package.

Obtain (web) services supplied by current 
enterprise application/ ERP package supplier, 
based on package functionality

A very fast way of obtaining many core 
services.

Provides access to the same data and rules 
that’s in the enterprise applications.

Services may reflect the way the package 
was implemented, and not reflect your own 
business vocabulary or service ambitions.

Supplier may charge high prices for these 
function-rich “extras”

Obtain service by wrapping legacy system 
functionality as Web service.

Service and legacy system act on same data

Legacy system may be replaced in future, 
while same service can be offered to 
consumers

Cheaper than developing from scratch. May 
be a very simple procedure to achieve, once 
learned.

Service’s realization is not fully encapsulated 
so changes to legacy system may change 
service behavioral specification.

Interface of service may reflect how service 
is implemented – depends how much effort 
is put in to achieve implementation-neutral 
interface.

Specify in-house, outsource construction, 
and host in-house

Excellent control of functionality and service 
levels.

There may be industry-standard specifications 
that can be adopted.

Maintenance of software not built in-house.

Own responsibility to maintain service levels.

Service built from scratch, but uses existing 
databases for persistent data access and 
storage.

Consistent data across multiple services 
and legacy systems. Easy reuse of existing 
data design and content. Good control over 
functionality and service levels.

Changes to database design may impact 
service behavioral specification, and hence all 
extant consumers.

Service specified and constructed from 
scratch as fully encapsulated component.

Data consistency needs to be achieved by 
cooperation with other services/components.

High reuse and sharing possibilities. Easier to 
sell software to other organizations.

Good for maintenance. Very clear boundaries 
and dependencies.

Longest lead-time, highest development costs, 
though good technique for the long-term.

Table 3: Service provisioning techniques
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Service Provisioning Techniques
Earlier reports in this series have alluded to the various 
ways in which services may be provisioned, but we have not 
brought together a list of possibilities. The Service Portfolio 
Plan should include a sourcing policy that prioritizes the 
acceptable provisioning techniques. We suggest the 
preferred technique may vary according to whether the 
service is deemed to be “treadmill”, “core capability”, 
“specialty” or “innovating”. In the service specification, 
the specification specialist will document the selected 
provisioning technique for the service, and the organization 
that is to be the provider, as one of the service properties. 
Selecting the most suitable provider may take considerable 
effort, since a good balance of low charges, trust and 
service levels needs to be achieved. Table 3 provides a 
summary of provisioning techniques, with some pros and 
cons for each technique.

Teams for Delivering Service-Oriented 
Architecture
We shall now consider the capabilities an enterprise needs 
to evolve, in order to produce and run service-centric 
software systems. It is proposed these capabilities are 
assigned to a series of teams, each of which specializes in 
some aspect of the overall SOA development / production 
effort.

Figure 2 depicts the proposed teams, and the main activities 
each team is responsible for. Colors are used to categorize 
the teams:

• Brown – service provider teams

• Green – strategic (planning) teams

• Blue – service consumption teams.

The yellow lettering refers to activities not previously 
mentioned in these articles, and are provided here to 
achieve a more complete picture.

An SOA-related initiative – such as service portfolio 
planning, business processes improvement or services-
in-advance – needs to be sponsored and initiated by a 
business executive. One team will need to take the lead 
for the initiative, providing the project management and 
coordination skills needed to drive the initiative through to 
completion, coordinating the capabilities of several teams. 
The arrows indicate the main interactions that may occur 
between teams.

Some writers have suggested that the development and 
maintenance of service-centric systems can itself be 
service-based, with each of these teams offering a set 
of development services, which have clear specifications 
for the “operations” they perform, and SLAs setting out 
performance levels expected, charges for service usage, 
and so on. This might seem a good idea for development 
operations performed many times a day, but is a less 
practical proposition for operations that are performed 
sporadically and over a long duration. It would probably 
require workers to transfer between teams, and high-quality 
forward planning, to enable teams to offer guaranteed 
service levels. Certainly, it’s an idea worth investigating.

Service specified and built in house, but 
deployment outsourced.

Excellent control of functionality and service 
levels.

There may be industry-standard specifications 
that can be adopted.

Third party takes responsibility for service 
levels.

Trusting the third party.

Security, especially if third party maintains 
your data.

Service specified, (built) and hosted in-
house, and offered to trading partners.

Better integration with trading partner’s 
systems, resulting in improved relationships 
and considerable efficiencies.

Ability to maintain service levels for 
unpredictable demand.

Service specified and hosted in-house, for 
third parties to use for a fee.

Potentially, good profits if a high-value service 
invented (based on unique data or algorithms), 
or a commodity service can supplied far more 
efficiently than consumer organizations or 
competitors.

Ability to maintain service levels for 
unpredictable demand.
If dependent on only a handful of (large) 
consumer organizations.
Security issues.
Establishing sufficient trust in market.
Competition.

Table 3: Service provisioning techniques (continued)
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Figure 2: Teams for delivering SOA

Figure 3: Generic Process for Business Process Improvement using service-centric software
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A Process for Solution-Driven Service 
Delivery
The team structure diagram does not 
provide much sense on how an SOA 
project might really work. The diagram 
in Figure 3 attempts to put his right 
this by depicting a generic process 
for business process improvement, 
which will use software services as 
appropriate, and which uses several 
team capabilities from Figure 2.

In Figure 3, the service consumer activities 
are shown on the left hand side of the diagram, and service 
provisioner activities are shown on the right. This deliberate 

consumer-provider separation, which is a vital aspect 
of the SOA approach, is sometimes termed “twin track 

development”.

We achieve a more complete picture 
when we include the activities of 
some of the architecting teams, which 
provide the overall governance for the 
business improvement and software 
development work. Take a look at the 
more complex Figure 4, which also 
includes the activities performed by 

the Business Strategy and Architecture 
team, IT Strategy and Architecture team 

and Service Planning and Architecture team, which all 
interact the business process improvement initiative.

Figure 4: The process is governed by Strategy, Architecture and Portfolio Plan

The activities required 
to take a service 

from specification to 
deployment
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Concluding Remarks
To finish off, we reflect upon the aims of the process and the 
techniques described by this series of articles.

The approach is practical since it builds upon the software 
engineering skills an enterprise already has: we have 
focused on what is different for SOA. The portfolio planning 
team provides a vision and a structure for the services 
to be progressively acquired; and policies which govern 
the acquisition. The service provisioning team focuses 
on quality definitions for individual services, and the best 
source for the service software. It is recognized that the 
acquisition of the service portfolio needs to take place over 
many years. Priority is given to supplying functionality for 
underway solution delivery projects, which should, in turn, 
be based on improving the enterprise’s business processes, 
which are prioritized according to the enterprise’s formal 
business objectives. It is attractive to acquire software 
services in advance of the projects that need them, and 
some organizations will choose this riskier route, in order 
to speed up solution development and force the pace of 
services. It is, however, more practical to acquire services 
as they are needed, when there will be a budget for their 
supply, the requirements are definite, and the services are 
immediately tested in a real context. The longer-term value of 

the services is assured by the need for services to conform 
to plan and policy, this arresting the tendency of service 
development to be business process- or application-
specific, which would reduce sharing possibilities, lead to 
duplication and generally be a poor approach for the long-
term. The process described herein aims to balance the 
need for a shorter-term return-on-investment with longer-
term architectural goals aimed at establishing software that 
can adapt to changing business environments.

These articles have not addressed the construction and 
maintenance of production and development platforms 
for SOA. This important topic was addressed in an earlier 
set of articles2, and is to be the subject of a future series. 
Furthermore, there has been little emphasis on how to 
evolve a service-based business, which should interest 
most organizations, and is being covered elsewhere3.
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By Richard Veryard

Business Modeling for 
SOA
Examples from the Automotive Industry

In our occasional series of reports on SOA in different vertical 
industry sectors, we turn our attention this month to the automotive 
sector. As with previous reports in this series, we believe our findings 
will be useful to both insiders and outsiders.

Introduction
Ever since the days of Henry Ford himself, the automotive industry has been a 
pioneer and early adopter of new production methods and technologies. The 
modern automobile contains an almost frightening quantity of software – so 
much so that software maintenance and liability issues are coming to play an 
increasingly dominant role in the auto industry.

But while there are many separate initiatives going on within the major auto 
manufacturers and their supply/distribution ecosystems, a lot of these initiatives 
are still rather disconnected. There are a number of technology silos – EDI, 
RFID, telematics, and so on – but with little exploitation of the potential synergy 
between these technologies.

A number of case studies of SOA within the automotive industry have been 
published, and there are some important initiatives underway. But these mostly 
describe tactical uses of SOA, to integrate specific parts of the business process 
(notably the supply/distribution chain). To date, there is less evidence of strategic 
uses of SOA within the industry, to achieve genuinely “on-demand” motoring 
through synergies across the existing process domains and technology silos.

In this article, we review the current state-of-the-art, and outline a roadmap for 
future developments within and beyond the automotive industry.

Three Phases of Collaboration
Our researches indicate that most of the current SOA initiatives within the 
automotive sector appear to fall into one of three distinct areas of collaboration, 
as shown in Figure 1.

In this article, I shall mostly be talking about the high-volume areas of Production 
& Distribution and AfterMarket.

Production and Distribution
The automotive industry shares a concern for inventory management and supply 
chain optimization with other manufacturing industries.

The design imperatives for any manufacturing system are generally some 
combination of cost/efficiency management (driving costs down through 
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reductions in inventory and wastage), quality/complexity 
management (increasing product and process quality, 
increasing product variety and consumer choice) and event/
risk management (anticipating and mitigating supply chain 
disruption, in order to maintain continuity of production). 
Common information systems solutions include MRP→ERP.

What perhaps distinguishes the automotive industry from 
other manufacturing industries is a combination of the 
following characteristics:

• High volumes

• Large heterogeneous variety of inputs

• Complex assembly process

• Large range of consumer-selected options

This leads to considerable complexity in the physical 
orchestration of parts and sub-assemblies – delivery of a 
particular version of a particular part to a specified point 
in the production line at a specified time. This is currently 
done by complex electronic messaging – but SOA (based 
on a convergence of ebXML and web services) offers a 
more flexible and robust technology for achieving this.

Kanban
Manufacturing systems have always had to find a balance 
between efficiency and flexibility, and this dilemma has 
always been reflected in manufacturing information 
systems.

One solution might seem to be to calculate an optimal 
manufacturing plan, based on a comprehensive view 
of required product and available materials. But for a 
manufacturing operation of any significant size and 
complexity, optimization is a major computational task. 
In my early days as a programmer, I recall working on a 
MRP (materials requirements planning) system that ran on 
a large dedicated mainframe computer for nearly 24 hours 
every day to optimize the following day’s factory production. 
Even today, with vastly more powerful computers, possibly 
connected into grids, there are practical limits to the degree 
of optimization that can be achieved.

For many years, therefore, manufacturers have sought 
simpler and more scaleable alternatives to organizing and 
controlling production. The Kanban scheduling system is a 
popular way of coordinating a manufacturing process that 
involves the multi-step production of multiple products. It 
essentially involves messages (originally on physical cards 
– the Japanese word Kanban means card) being passed 
between collaborating processes. Kanban scheduling 
systems allow some degree of decoupling between 
asynchronous collaborating processes, and are particularly 
useful when lot sizes differ between process steps, 
processes are unbalanced or when distance introduces 
time lag or variability.

The performance of Kanban systems can be tuned by 
varying the event parameters. This can either be embedded 
in the production processes themselves, or controlled by 
policies in the event transmission layer. Regardless of 

Figure 1: Three Phases of Collaboration
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where these controls are implemented, it is important to 
give production management the tools to monitor and 
adjust the overall performance of the system.

The Kanban system of production control is therefore 
highly suited to an SOA implementation. The AiAG 
(Automotive Industry Action Group) is currently developing 
standard models of Kanban that can be expressed in 
a UML-like notation (see Figure 2) and implemented in 
ebXML and/or BPEL. The short-term group focus is to 
produce a methodology that can be applied with existing 
tooling and be of immediate practical use. The group is 
currently working on a Proof of Concept application of the 
Kanban model, to be demonstrated at the AiAG AutoTech 
conference in August 2005.

The AiAG’s work on Kanban forms part of a more general 
industry initiative to develop a Business Collaboration 
Specification, which is basically a model-driven approach 
to web service collaborations.1 The Business Collaboration 
Specification shows vertical coordination (control flows 
within swimlanes) and horizontal coordination (message 
flows between swimlanes). A publish/subscribe mechanism 
can be used to implement the events. The real test of the 
Business Collaboration Specification will be to apply it to 
problems with more realistic scale and complexity, across 
more diverse/heterogeneous systems.

One of the features of Kanban is the end-to-end visibility of 
inventory along the supply chain. However, this needs to be 
analyzed carefully from a business perspective, to balance 
the requirements for visibility with the requirements for 
confidentiality. In the Business Collaboration Specification, 
these requirements are explicitly modeled as part of the 
collaboration (and hence it is up to the partners to decide 
what each can / should see). Each partner has visibility into 
the state of the local process instance. Each partner’s local 
state is synchronized with other partners’ states via Web 
Services messages (perhaps made robust by the use of 
reliable messaging / transactional protocols). BCS does not 
have a global representation of state but rather coordinated 
local states. In future WS-BusinessActivity could provide a 
global view into parts of the process.

Meanwhile there are many Kanban systems currently being 
implemented in the automotive sector using web service 
technology. If these systems are to fulfil the SOA promise, 
the design challenge is to produce something that is both 
simple and scaleable. The system management challenge 
is to maintain stability, while mobilizing resources extremely 
rapidly to respond to a changing situation. SOA provides 
a basis for addressing these challenges, but not without 
some careful analysis and design.

Figure 2: Business Collaboration Diagram for Kanban (draft) Source: AiAG

1Drafts are currently available via the weblog of Faisal Waris (Ford) who is co-chair of the working group. http://objectpeddler.blogspot.com/
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Value Stream Mapping
Value stream mapping was pioneered in the 1980s by 
Toyota, as a way of eliminating waste from production and 
improving productivity. It is a form of business process 
modeling.

But the point is not just to produce a business process 
model and use this to design an information system (SOA or 
otherwise). This is because value stream mapping is seen 
as an ongoing process in its own right. Toyota wisdom is 
that a business process needs to be value-stream-mapped 
at least seven times before it starts to approach desired 
levels of productivity, and before the company starts to 
become proficient in the technique.

The value stream analysis technique involves systematic 
attention to the following sources of waste2.

1. Overproduction (faster-than-necessary pace)

2. Waiting

3. Transport (conveyance)

4. Inappropriate processing

5. Unnecessary inventory (excess stock)

6. Unnecessary motion

7. Defects (correction of mistakes)

Traditionally, the value stream management has operated 
on a human timescale. But with increasing complexity and 
volatility in the production systems, we need to find ways 
to accelerate the sense-and-respond characteristics of the 
overall system. This means including more of the higher-
level management process within the SOA scope, and using 
a combination of workflow and web service orchestration to 
coordinate system management activity.

How does the system respond to one of these events? 
If the system detects overproduction, then the initial 
response may be to adjust the behavior of one or more 
of the operational process steps. (This may be effected 
in various ways – for example by adjusting some context 
variables, or by publishing a new low-level policy to which 
the operational process subscribes.) But a further response 
may involve dynamically changing the orchestration in pre-
defined ways – for example invoking a different BPEL script. 
A system that can do this is called a variable geometry 
system.

With SOA, we can build publish/subscribe mechanisms to 
monitor and respond to a series of defined events. Thus 
we are using SOA to design information systems that now 
operate at a different level of management abstraction 
– delivering both greater system flexibility and greater 
management control.

As Figure 4 shows, we have a series of services within the 
management layer, which monitor and control the value 
stream. We then have a mapping between the operational 
process steps and the management-level services. Within 
SOA, the favored approach for controlling operational 

2Original source Toyota, as reformulated by D. Jones (1995)

Figure 3: Abstract Management Architecture

Figure 4: Management Architecture for Value Stream Management
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services is via policies. Thus the management-level services 
implement a range of rules and policies, which control the 
performance of the operational process.

From a methodological point of view, defining the mapping 
between rules and operations is a key 
step in designing a variable-geometry 
system. To readers accustomed 
to a process-centric approach to 
designing operational transactions, 
the mapping from the management 
layer to the transaction layer may 
seem the wrong way around. In a 
traditional approach, monitoring 
and control is often designed as 
a separate system, almost as an 
afterthought. But this mapping is 
needed to ensure that there is sufficient 
granularity and flexibility in the transaction layer to support 
the requirements of the management layer.

AfterMarket
The aftermarket includes all the services that operate 
after the vehicle is delivered to the customer – including 
maintenance and repair, and ongoing customer relationship 
management. These may involve some complex 
collaborations involving the manufacturer, dealer and other 
parties. Let’s look at some specific aspects of this.

Differential Service
There are significant cost benefits from improving the 
ability of the auto manufacturers to manage complexity 
in the aftermarket. For an example of this, let’s consider 
product recall procedures. Whenever a safety problem is 
discovered in a class of vehicle, it may be necessary to 

recall each occurrence of the vehicle for a special check 
or modification. This is a costly procedure, both in direct 
financial terms and in customer relationship terms; however 
the costs of omission may be even greater. Obviously, the 

greater the precision with which vehicles can 
be selected for recall the better.

The selection criteria may include 
not only the production history 
(for example, which specific batch 
of engine seals was used in the 
production of this vehicle) and service 
history (are the original engine seals 
still in place) but also the current 
status of the vehicle (self-diagnostic) 
and the usage patterns (low mileage, 

mostly short urban trips). By collecting 
data from each vehicle, it may be possible 

to refine the selection criteria, and identify the highest-risk 
vehicles for immediate recall.

Adaptability in this system comes from decoupling the 
recall process itself from the contextual data that control the 
recall process. We should then be able to add complexity 
to the recall selection criteria, without altering the recall 
process itself.

The general modeling point is this. We expect differentiation 
to increase as a SOA system evolves. Model a process 
separately from the data that control the process, 
allowing future increases in differentiation.

Event Management
With the push towards on-board computing, there are many 
new opportunities for event-driven process. For example, 
pollution control regulations are shifting from periodic 
testing and certification of vehicles towards a system 

The Kanban system 
of production control is 
highly suited to an SOA 

implementation

Use Case 1 Information about the 
engine state

The purpose of this information package 
is to give access to the minimum data 
set considered as necessary to obtain 
the vehicle or engine state as regards its 
emission performance.

A typical use of this information 
package may be wired or wireless 
roadside checks performed by 
enforcement authorities.

Use Case 2 Information about 
emission-related 
malfunctions

The purpose of this information package 
is to give access to the expanded data 
set considered as necessary by the On 
Board Diagnostics (OBD) system.

A typical use of this information 
package may be wired or wireless 
periodic inspection by enforcement 
authorities.

Use Case 3 Information for 
diagnostic and repair 
(“Master Data Set”)

The purpose of this information package 
is to give access to the full data set 
requested by this module.

A typical use of this information 
package may be diagnostic 
servicing of the vehicle/engine.

Box 1: Event Reporting Use Cases (source: OICA)
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of continuous monitoring of emissions. Under certain 
circumstances, regulators may accept emission control 
messages from the vehicle itself, perhaps picked up by 
roadside sensors. Another important aspect of pollution 
control is that engine faults are rapidly detected and fixed.

A vast array of events relevant to emissions control has 
been defined by engine manufacturers, and there are 
proposals for standardizing these events – both across 
multiple manufacturers and across multiple jurisdictions. 
In some cases, it may be more effective and efficient to 
monitor events that are correlated to emissions rather than 
just the emissions themselves.

With vehicle management, let’s say there is an event called 
FaultyExhaust. This event is published by the car (let’s say 
there are fault detectors in the engine) and subscribed to 
by a range of aftermarket services in the dealership and 
the manufacturer, as well as emission monitoring agencies. 
Some of these services are interested in every occurrence 
of FaultyExhaust, while others are only interested in filtered 
aggregates of this event. The repair or parts-reorder 
processes may wish to decompose FaultyExhaust into 
smaller more detailed events; the CustomerRelationship 
processes may simply wish to deal with the possibility of 
customer dissatisfaction, and the Safety and Product Recall 
processes may want to detect clusters of FaultyExhaust 
that indicate the need for various forms of preventative and 
corrective action. Clearly for the sake of adaptability and 
interoperability we need to define the Publish separately 
from the Subscribe, and then have a mechanism for 
logically matching them. In an ideal world, the Publish 
would be at the atomic level, and the Subscribe would be 

at higher levels, but this is often not going to be technically 
practicable. (Obviously cars cannot be expected to 
broadcast vast amounts of engine performance raw data, 
just on the off-chance that some dealership process might 
want to subscribe to it.)

So when modeling events, we need to think carefully about 
the granularity of events. Events are connected in complex 
ways, and this may introduce hidden interactions and 
dependencies into the system.

In safety-critical systems engineering, people draw 
fault trees, which are essentially event relationships. 
ExhaustFilter causes ExhaustComponentFailure causes 
FaultyExhaust. These events are often drawn as Directed 
Acyclic Graphs using boolean logic symbols similar to 
electrical engineering gates: AND, OR, NOT and NOR. (For 
example, it may take multiple instances of SparkPlugFailure 
to cause EngineFailure.) This notation also works for rule 
diagrams. Once we have modeled these relationships 
logically, we can then select a technical mechanism for 
implementing them.

We then have the question of the visibility/
confidentiality of these events. For example, let’s say 
ExhaustComponentFailure may be transmitted back to 
the original manufacturer of the component, but not to 
competing component manufacturers. Meanwhile, the 
information that is passed to the emission control agencies 
will not exceed the level of detail required by the applicable 
regulation. So we need to superimpose trust boundaries 
onto the event model.

Ownership A car is registered to an owner, and may then be leased or rented to another person or company. Stolen 
vehicles are reported to the police, and may be recovered and restored to their owners. Provision of 
temporary replacement vehicles.

Insurance Insurance covers loss or damage to the car, or caused by the car.

Roadworthiness, safety and 
emissions control

Vehicles may be regularly tested for conformance to various regulations and/or owners/drivers may be 
penalized for any detected breaches.

Driver management Commercial vehicles may be fitted with devices that enforce safety restrictions on drivers – e.g. the 
amount of driving permitted in a given period. 

Road management and congestion Drivers may be charged for driving along toll-roads or in congestion zones. 

Traffic and parking violations Drivers may be subject to various penalties for various offenses.

Safety Passenger protection (e.g. airbags), collision detection.

Vehicle performance Engine control, fuel control, transmission.

Roadside assistance and fault 
management

Self-diagnostics and reporting, remote key unlock, service support.

Service management Regular maintenance, spare part logistics, service history.

Passenger information and 
entertainment

Includes navigation and traffic warnings.

Box 2: Vehicle Management Processes (incomplete list)
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The component dependency diagram now matches the event 
relationships. This means we can use the event relationship 
analysis to design the component architecture.

OnBoard Computing
Once the automobile comes off the production line and is 
delivered to the customer, it will need to participate in many 
different processes. 

New cars are fitted with large amounts of computing power 
and connectivity, that contributes usefully to an increasing 
number of these processes. Further trials are underway 
of such schemes as pay-as-you-drive insurance. Some 
politicians and environmentalists have started talking about 
more sophisticated road and pollution control measures, 
which would require all cars to be fitted with yet more 
technology.

But if all of these functions are performed by separate pieces 
of software, with separately negotiated communications 
protocols, the result is an architectural mess, inflexible and 
prone to feature interaction3.

In addition to the complex array of equipment fitted by 
car manufacturers at assembly, there are many types of 
equipment that may be added to the vehicle by demanding 
users – phones, navigation, speed trap detectors, 

entertainment, additional security, and so on. Many of these 
may be on an upgrade cycle that is significantly shorter than 
the upgrade cycle of the vehicle itself. Ideally these third 
party equipment should use basic infrastructure services 
provided by the car. Just as we can plug all sorts of gadgets 
into the cigar lighter as a kind of general-purpose power 
outlet, so we should increasingly expect to plug third-
party equipment into the dashboard to get access to basic 
services such as communication and location.

If we apply SOA thinking to the software architecture of 
a vehicle, this leads us to a design based on common 
services and protocols. One version of this is provided by 
Network Car using a WebLogic platform – see Box 3.

There are clearly many more opportunities to use web service 
technologies in the OnBoard Computing environment. 
While Network Car offers some limited infrastructure 
services across some of the processes outlined in Box 2, 
more work is required from the software industry to achieve 
general availability of reliable and reusable services. The 
specification and design of these services should follow 
the methodological guidelines that John Dodd and Oliver 
Sims have been outlining in recent articles. As with any 
infrastructure services, the granularity of the services at any 
given level has to be just sufficient to support the required 
flexibility and variety at the level above.

Interoperable Services Problem Detection

Satellite-Based Location Services

Roadside Assistance

Stolen Vehicle Tracking

Remote Vehicle Unlock (e.g. Lost Keys)

Event-Driven & Monitoring 
Processes

Fault notification (such as a clogged fuel injector) or if any type of emergency or routine maintenance is needed.

Monitoring includes emissions and auto dealer customer relations.

Technology CAReader is a data sending and receiving unit the size of a small mobile phone, which is wired into a vehicle’s 
On-Board Diagnostics (OBD-II) port, (standard on all cars sold in the U.S. since 1996)

2-way communications to NetworkCar Server

Server-side databases of vehicle fault codes and maintenance tables.

Multi-channel communication (including email, pager, and telephone) to appropriate stakeholders (see below).

Stakeholders Vehicle owner.

Service providers: Insurance carriers, automobile manufacturers, dealerships, roadside assistance 
organizations, and law enforcement organizations.

Box 3: Network Car (source: BEA)

3Feature interaction refers to dysfunctional interaction or interference between supposedly independent features or requirements. For example, safety features 
(automatic unlock permitting rescue of injured passengers after an accident) may interfere with security requirements (protection of passengers from kidnap).
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Traditionally it has generally been easier to fit extra 
equipment at the factory, and this also allows the car 
manufacturer to retain commercial control over the supply 
of extra equipment, but this has been a major source of 
complexity in the production and distribution. Alternatively, 
when equipment is added later, we tend to get high 
duplication and zero interoperability (think of a car bristling 
with lots of different aerials). The move towards SOA in on-
board computing has major implications for the business 
strategy of car manufacturers, as it potentially alters the 
commercial relationship with the equipment suppliers 
(which may now involve service-based charging) as well 
as the complexities of the supply chain. It also pushes 
the vehicle designers towards greater collaboration with 
equipment designers, to achieve better levels of flexibility 
and interoperability.

The continuous growth of new services needs upgradeable 
onboard ECU (electronic control unit) software, much of 
it from specialist third parties, and it is not practicable to 
manage this software purely by workshop recalls or new 
CD. This means that the usage of web services by a thin 
onboard client is fundamental.

On-Demand Motoring
There are already significant coordination links between 
Design/Engineering and Production/Distribution. One way 
this manifests itself is through lifecycle dependencies 
on the resources. For example, if production services 
consume a BillOfMaterials resource, we may presume 
that BillOfMaterials is created by some product design 
or production design services. The services that use 
BillOfMaterials are therefore dependent upon those 
services that create BillOfMaterials. The more the business 
tries to accelerate the design processes, the more potential 
conflict there is between design and production. This 
is especially true if we model BillOfMaterials as a single 

large and consistent integrity unit. However, if we model 
BillOfMaterials as a series of smaller independent integrity 
units, this reduces the potential for conflict between design 
and production, but increases the potential for inconsistency 
and/or inefficiency.

As OnBoard computing becomes more prevalent, the 
design/production phases and production/distribution 
phases will increasingly need to be connected with the 
vehicle management phase.

Conclusions
For SOA enthusiasts, one of the encouraging findings of our 
research has been the growing application of SOA and web 
services to handle highly distributed collaborations between 
independent (and not always mutually trusting) parties.

There are some important aspects of business strategy that 
emerge from the use of SOA in the automotive industry. 
Although current initiatives already bring significant benefits 
to both suppliers and customers, there are further benefits 
from SOA available within the next few years which will 
transform the industry and the customer experience.

Acknowledgements
Thanks to Bruno Lefever (Computer Associates), Oliver 
Sims and Faisal Waris (AiAG, co-chair of the Technical 
Framework Workgroup on the Inventory Visibility & 
Integration Project).

1 ⇒ 2 ⇒ 3 ⇒ 4

Simple collaborations

EDI or electronic messaging

More partners, more 
complexity

Long-running transactions

Consistent states

Collaborations across 
heterogeneous systems

Variable geometry (self-
configuring) collaborations

Stand-alone intelligent 
automobile functionality

Interoperability between 
intelligent automobile 
features

Plug-and-play flexibility for 
intelligent automobile

Equipment installation 
decoupled from vehicle 
assembly

Service-oriented 
transportation

Now 2005, early 2006 2006 onwards future

Box 4: Roadmap
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Understanding SOA
http://www.cbdiforum.com/secure/interact/2003-09/
soa.php3
Back to Basics with Service Oriented Architecture. 
If there was a hit parade of IT acronyms, SOA 
or Service Oriented Architecture would surely 
be number one. Yet for all the media comment, 
how many really understand what SOA is? In this 
report we provide a concise explanation that we 
anticipate will baseline the subject.

Principles of Service Orientation
http://www.cbdiforum.com/secure/interact/2004-03/
Principles_of_Service_Orientation.php
In this report we outline the key principles of 
Service Oriented Architecture (SOA) and the 
Service Oriented Process (SOP)

The Business Case for SOA
http://www.cbdiforum.com/secure/interact/2004-11/
Business_Case_Service_Oriented_Archi.php 
An Introduction to SOA for Business Managers. 
In this report we present the business case and 
argue that SOA is a powerful tool for business 
reengineering, and that it is essential for senior 
business managers to become engaged in this 
critical activity.

Towards the Service Oriented Organization
http://www.cbdiforum.com/secure/interact/2004-01/
towards_service_oriented_org.php
Understanding, Planning and Managing the 
Organizational Change Implicit in Service Oriented 
Architecture. In this report we provide guidance in 
understanding and managing the organizational 
change required and enabled by SOA.

(Those responsible for planning the introduction 
of SOA are also advised to read http://
roadmap.cbdiforum.com/reports/planning/)

Enterprise Framework for SOA
http://www.cbdiforum.com/secure/interact/2005-03/
ent_frame_soa.php 
The enterprise architecture framework is widely 
used as a mechanism to manage the development 
and evolution of architectures. In this article 
we introduce a generic approach to integrating 
the SOA framework requirements with existing 
frameworks. 

Establishing a Service Lifecycle
http://www.cbdiforum.com/secure/interact/2004-01/
establishing_service_lifecycle.php 
In this report we take a look at the “soup-to-
nuts” lifecycle of Services, considering the types 
of information that need to be gathered by and 
exchanged between the various participants, and 
explore some of the reasoning for taking a broader 
view of Service than just the run-time deployment 
of Web Services.

Service Supply – A Fundamental Shift in 
Development Practice?
http://www.cbdiforum.com/secure/interact/2005-01/
Service_Supply_Fund_Shift_Dev.php 
Envisioning the convergence of CBD and SOA 
thinking to create a genuinely service oriented 
supply environment. The creation and utilization 
of services is not a purely development centric 
activity, rather it is a process centric activity in 
which multiple parties collaborate to achieve a 
common purpose. Contrary to popular opinion the 

SOA FUNDAMENTALS

An understanding of the fundaments of SOA is essential. CBDI suggests the following sequence 
of reports as a core basis for understanding and adopting SOA that should be read by all those 
involved from managers to developers, both in IT and those in the business such as business 
analysts responsible for communicating requirements and ensuring IT support to their business 
domain.

(Note. All these reports are accompanied by PowerPoint presentations)
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activities of service development and provisioning 
represent a radical departure from existing best 
practices, component based or otherwise. In this 
report we provide an introduction and conceptual 
model for service oriented supply.

Business Modeling for SOA
http://www.cbdiforum.com/secure/interact/2005-03/
Business_Modeling_SOA.php 
In this report, we lay out the CBDI business 
modeling method for SOA
Business analysts are also recommended the 
Service-Based Business: Business Modeling for 
SOA Worked Examples. Though they based on 
specific vertical industries they provide useful 
insight into service-based business for those in any 
industry.

Pharmaceuticals – 
http://www.cbdiforum.com/secure/interact/2005-
05/Service_Based%20Biz_Business_Modeling_
SOA.php

Insurance 2 – 
http://www.cbdiforum.com/secure/interact/2004-
12/serv_based_biz_insurance2.php

Insurance 1 – 
http://www.cbdiforum.com/secure/interact/2003-
10/sbb_insurance.php3 

Telecoms – 
http://www.cbdiforum.com/secure/interact/2004-
03/Service_Based_Business_Telecoms.php 

Composite Applications
http://www.cbdiforum.com/secure/interact/2004-09/
composite_apps.php 
In developing Service Oriented Architecture 
strategy, a primary concern is how to protect 
existing application investments while enabling 
real improvements in adaptability. An increasingly 
popular approach is to deliver new functionality 
that reuses services from many existing 
applications and sources, so called Composite 
Applications. But not surprisingly there are many 
issues with this inherently compromise architectural 
pattern and in this report we will look at the 
architectural options, discuss the many issues and 
look at how some users have overcome these.

Save Our Assets
http://www.cbdiforum.com/secure/interact/2003-11/
soa_save_our_assets.php3 
Strategies for Reusing Existing and Legacy 
Applications as Services. In this report we examine 
the opportunities and approaches, and assess the 
suitability of existing systems to participate in new 
Web Service scenarios.

Practical Service Specification and Design
http://www.cbdiforum.com/secure/interact/2005-03/
Practical_Service_Spec.php 
Finally, with an understanding of the core 
concepts and the objectives for SOA now in 
place, practitioners can get more direct advice on 
executing their service-based projects with this 5 
part series beginning here.
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