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A British politician is well remembered for his inappropriate use of the expression 
“back to basics”. At the time he was pilloried because it was demonstrated that “back to basics”. At the time he was pilloried because it was demonstrated that “back to basics”
his party were doing anything but going back to basics. But sometimes it’s good 
to look back, strip away the layers of complexity and sophistication and assess 
how well we are doing against our primary aims and objectives.

Believe it or not it was over four years ago when we first wrote about the 
Business Service Bus. In an article in the December 1999 Journal I suggested 
we needed:

 . . . a structure that allows change to occur in one part of the business 
without requiring wholesale change throughout the business. In the 
same manner as a personal computer upgrade, making continuous 5% 
changes is a highly manageable and controllable process and allows 
the business to respond to change very rapidly. The service bus allows 
existing services to be reused very easily with minimum alteration to 
the existing applications. New capability can be added incrementally, 
either as new services or as extensions of existing services that 

continue to provide the current services unchanged.

Perhaps what’s changed most is that four years ago we were talking theory. Today 
we have practical implementations of the Service Bus, and leading enterprises 
are starting to deploy them in earnest. In this month’s lead report we discuss 
the concept of the Enterprise Service Bus and show how several vendors are 
implementing this pattern. One prime conclusion however is that many vendors 
are still in a transitional state between EAI and ESB.

In my 1999 comment above I wasn’t just talking about interoperability, I 
specifically referred to a manageable and controllable process. And it must be 
said that today we are still a way off maturity in this area. In our second report this 
month we discuss how the service lifecycle, with its formal separation of provider 
and consumer concerns, is fundamentally different to the conventional delivery 
process, and that most vendors have yet to grasp this issue. The importance 
of this issue came home to me when Charlie Bess of EDS commented on our 
governance report series last month. He observed (and I paraphrase) “. . . without 
change control, every day can turn into an experiment in software interaction.”

Major enterprises do not experiment with change control. They treat this very 
seriously indeed, and if, as many readers tell me they do, you are pondering on 
why Web Services are taking a long time to go mainstream, perhaps you should 
go back to basics and remember – enterprises don’t throw away the experience 
of a lifetime, they work additively and incrementally. Web Services will get widely 
embraced when there are comprehensive, automated life cycle practices that are 
bulletproof. Not before.

David Sprott CBDI, July 2004

Editorial
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Time to Board the 
Enterprise Service Bus?

As SOA goes mainstream many vendors are jumping on the 
Enterprise Service Bus (ESB). But the term ESB is being used 
very loosely and not all product implementations remove the tight 
technology coupling typically created by existing middleware. So 
what then is an Enterprise Service Bus – architecture or a product 
or both? In this report we argue that architecture is the place to start 
and provide guidance on structure and candidate functionality.

Introduction
The term ESB originated from Gartner Group a few years ago, who in their 
inimitable style identified a concept but didn’t provide precise definition. We 
agree with Gartner that the concept is useful but we suggest it needs much 
more precise definition.

Since the term was introduced we have all observed predictable behavior 
from many vendors that have embraced the term as a core part of their 
marketing. The problem is that without precise definition this allows vendors 
to use the term in many different ways, and worse – to describe products that 
very definitely are not SOA enabled.

In this report we attempt to provide some clarity and precision in a manner 
that should be helpful to both vendors and enterprises.

The Service Bus
The bus concept is appropriate to SOA, with a standard bus protocol (e.g. 
Web Services) defining common capabilities for the messages that flow 
across the bus and the various Services that are plugged in. It is a term CBDI 
has used for some time now primarily in the context of the Business Service 
Bus (BSB), i.e. a collection of related Services for a given business domain, 
such as human resources, logistics, CRM, etc., that all follow a certain set of 
conventions and standards relevant to that domain. Each Service on the bus 
has common properties or behaviors that could be specified for the bus as a 
whole, rather than for each individual service. For example, Services on the 
BSB could share common:

• Business vocabulary and semantics

• Elements of Specification

• Policies. For example Security or the Service Level Agreement (SLA)

Market Trend Report
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A key property of business services (whether part 
of a BSB set or not) is that they should be properly 
abstracted away from the resources that implement the 
Service. This does not just mean using Web Service 
protocols to provide platform independence, but also 
careful design of the documents and behavior to 
ensure they are not tightly coupled to the way in which 
the current resource has been implemented – both in 
terms of design and technology. That is, you are truly 
using a Service, not just accessing the existing API to 
the implementation wrapped in SOAP. A subtle, but 
important difference.

It seems logical that the same bus concept can be applied 
with respect to the infrastructure that might be required 
to support a Business Service or process. As such, an 
Infrastructure Service Bus (ISB) is equally applicable to 
the BSB where the domains relate to various areas of 
infrastructure such as security, messaging, management, 
routing, and so on.

As with the BSB the key here is that the infrastructure 
capability is abstracted away from the actual 
implementation via Services. This enables:

• The infrastructure resources to be virtualized 
so that the capability offered is location 
and platform independent, and also that 
Infrastructure Services provided externally to 
the organization can be easily included. A good 
example might be an external Identity Service.

• Infrastructure capability to be orchestrated 
within the same process alongside the Business 
Services. Process decisions can be made on 
the basis of results from Infrastructure Services 
(again Identity would be a good example), 
rather than delegated to the developer to 
call via proprietary APIs from within their 
implementation of the Business Service.

• Infrastructure decisions made on the basis of 
results from Business Services. For example, 
routing decisions could be made on real-time 
business information.

• The aggregation of composite Business 
Services that include Infrastructure Services.

• The Infrastructure itself to communicate with 
other instances via Web Services.

Finally, both the BSB and ISB should be policy driven, 
with service contracts and declarations of behavior held 
as meta-data, and ideally defined by an open standard. 
Clearly Web Service protocols and standards initiatives 
are well placed to support this. Not only do we have 
emerging standard protocols for security, reliability and 
transaction message headers and service definitions, 
we also have emerging standard Infrastructure Services 
as will be defined by initiatives such as WSDM for 
Service Management, or Liberty Alliance for identity and 
authentication.

The Enterprise Service Bus
What then is an ESB? Let’s look at some definitions:

“An Enterprise Service Bus (ESB) is a new architecture 
that exploits Web services, messaging middleware, 
intelligent routing, and transformation. ESBs act as a 
lightweight, ubiquitous integration backbone through 
which software services and application components 
flow.” [Gartner]

“Universal integration backbone. An ESB acts as a 
shared messaging layer for connecting applications 
and other services throughout an enterprise computing 
infrastructure. It supplements its core asynchronous 
messaging backbone with intelligent transformation 
and routing to ensure messages are passed reliably. 
Services participate in the ESB using either web services 
messaging standards or the Java Message System 
(JMS)” [Looselycoupled]

The ESB is the capability that facilitates the BSB. It can 
be considered from two perspectives:

• From an architecture perspective, the ESB is 
the collection of ISBs and agreed protocols. 
The ESB is an SOA for Infrastructure Services.

• From a product perspective, an ESB can 
also be seen as the software and tooling that 
implements and facilitates the ESB SOA.

Currently, there is no precise definition of ESB that is 
agreed by the industry. Nor is there agreement on the 
content or scope of an ESB. For example, speaking to 
vendors, some might see orchestration as part of the 
ESB architecture, others do not. Some might package 
MOM and EAI in their ESB products, and some don’t.
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CBDI take a more purist view of ESB which we define as:

The Enterprise Service Bus is a uniform service 
integration architecture of infrastructure services 
that provides consistent support to business services 
across a defined ecosystem. The ESB is implemented 
as a service oriented architecture using Web Service 
interfaces. [CBDI]

What this definition suggests is that there isn’t a 
minimum or maximum set of capabilities that scope the 
ESB. Rather it should be seen as an architectural pattern, 
into which any number of Infrastructure Services or ISBs 
could be plugged. Having said that, it is useful to list the 
sort of ISB capabilities one might expect to see in an 
ESB. There are some obvious capabilities that one might 
expect in the ESB, such as security, directory, routing, 
etc., and others that are possible roles for the ESB but 
might be there more as a factor of product packaging by 
vendors.

This is shown in Table 1 along with possible standards for 
the Services that might be offered. These standards are 
not the same as the Web Service protocols that define 
service and message, but initiatives that are defining 
standard services that any relevant resource would offer. 
That is, saying that a resource is capable of handling 
Web Service protocols (in terms of the messages that 
might be processed by it), isn’t the same as saying the 
resource exposes Web Services that themselves use 
those same protocols.

Whilst on one hand Table 1 lists many traditional 
middleware capabilities, the important thing is that these 
are listed as Services, not the software implementation. 
The ESB product view that includes the software 
implementation can be misleading if that product is 
dependent on the use of traditional MOM and EAI 
middleware that comes packaged with the ESB. This is 
not to say that a suite of products from a single vendor 
that is packaged as an ESB is a bad thing (there are other 
good reasons for single vendor procurement), providing 
those capabilities are delivered as components and 
expose their Services as an ISB, and is not just tightly 
coupled middleware programmed via proprietary APIs.

This might sound too purist a view for many organizations 
whose immediate requirements are still largely based on 
the reuse of existing systems, where middleware like 

MOM and EAI will remain essential technology for the 
foreseeable future. However, we see no reason why ESB 
cannot be seen as another layer that could leverage the 
capabilities offered by the MOM and EAI layers without 
creating tightly coupling to them. After all, Web Services 
and SOA are meant to free organizations from the tyranny 
of proprietary middleware, not further expand its use.

The ESB should therefore be seen as something that 
complements existing middleware, and as illustrated in 
Figure 1 is another layer in the overall enterprise SOA. 
The existing middleware and platform infrastructure plays 
a key role in service-enabling the existing application 
resources. But in the context of ESB, not only do they 
enable Business Services, they expose Infrastructure 
Services of their own. The extent to which a vendor 
chooses to package any of the middleware and platform 
resources into their ESB product is then an entirely 
separate decision.

The ESB is not just consumed by the Process 
Orchestration layer of course, as it would also be available 
to developers building new Service implementations 
and other resources. Nor does it imply orchestration 
has to be performed by some orchestration engine – it 
could equally be a new process component built by a 
developer.

An ESB implementation architecture could also follow 
a similar pattern to the pipeline we introduced in the 
Business Services Server report1, with ISB components 
both exposing Infrastructure Services, and processing 
messages as they flow through the pipeline.

New Requirements = New Approach
At this point, some readers may observe that they 
already have the equivalent of an ESB in their existing 
middleware and platform infrastructure. Much of it 
might already expose standardized “services” via Java, 
Microsoft .NET or CORBA APIs.

The key point however, is that these are platform 
specific and their usage creates tight coupling. However, 
for similar reasons that it is desirable to create loosely 
coupled Business Services, then it becomes useful to 
use loosely coupled Infrastructure Services to create a 
more agile environment at all levels of the architecture. 
This is going to be critical to allow an enterprise to 

1CBDI Business Services Server Report – http://www.cbdiforum.com/bus_services.php3
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Capability Possible Service 
Standards

ISB Support

Directory Discovery, publication UDDI

Message Routing and Addressing

Security Identity, Authentication Services
Encryption Services

Liberty Alliance

Service Management Monitoring, Alerts
Some WSM vendors already exposing Web Services

WSDM MBWS 
Management By Web Services

Policy Policy administration and management

Participation Management Not the same as identification and authentication
Contract Management
Compliance Management
Access control (additional to security)

Persistence State Management Service
Queuing, Caching
Persistence services to support the business process, not 
storing of business data

Transformation XML Schema Transformation

Transport Transport Services enable a request to be sent via any 
available transport – but not the transport mechanism itself

Extended ESB Product Set
Business Service Enablement Is it the role of the ESB to provide a proxy for the Business 

Service? Or just support them and process the messages as 
needed?
The ESB doesn’t need to be the Service proxy, but the 
capability might come bundled in an ESB product

Composition Service Aggregation and Consolidation
As part of the Business Service Enablement

EAI Adaptor Services, beyond XML Schema transformation
Provide transformation to existing non-service based assets
Again EAI capability might be included in an ESB product

Process Orchestration Whether Process Orchestration is part of the ESB, or 
controls the ESB is a good question. However, Services 
offered by the Orchestration engine could themselves be an 
ISB
An Orchestration engine may often be part of an ESB 
product

Table 1: Some ESB Capabilities
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transition to the so called on-demand environment as 
shown in Figure 2. For example:

• Virtualization of resources is applicable to both 
Business and Infrastructure Resources.

• “On demand” relocation of resources may 
require that the infrastructure resources 
supporting the business resources are relocated 
too, or are available at the new location.

• As solutions are assembled from virtualized 
Business Services, then it might be necessary 
or desirable to communicate with the 
infrastructure resources that are local to and 
support that Business Service.

• In a federated environment, it might be 
necessary to communicate with the 
Infrastructure resources of other participants.

• To take advantage of 3rd party Infrastructure 
Services. We predict there will be a broad range 
of such services available to organizations in 
future.

To support this requirement the ESB must be Web 
Service based. While all the resources remain within 
the organization boundary, using other standards or 
proprietary APIs might suffice. However in reality, 
regardless of external requirements, most organizations 
have many internal platform or organizational 
boundaries that new solutions must also cross. For 
larger organizations, insisting everyone uses the same 
infrastructure might be desirable or even company 
policy, but is very rarely achieved in reality.

Consequently, just as with Business Services, moving 
to an open-standard Web Service based approach that 

Figure 1: Enterprise SOA Layers
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supports local and remote resources becomes a pre-
requisite for the ESB itself.

That said, we are not advocating that every infrastructure 
resource must now be used via Web Services throughout 
an entire organization. Tight coupling may be deemed 
necessary for example to achieve the desired performance 
and integrity. The role of the ESB shown in Figure 3, is to 
extend the use of infrastructure and business resources 
outside the platform or organizational boundary with co-
existence with the existing middleware, not replacement.

The ESB architectural objective is to achieve co-
existence with existing middleware where the two work 
together to determine the optimum solution for each 
requirement, and moreover allows dynamic choice 
of the most appropriate mechanisms. For example, 
choosing the optimum transport for a message based 

on availability, current performance and workload, or the 
QoS demanded by the particular Service Requestor.

This same capability would also be very supportive of an 
“On Demand” environment, where virtualized resources 
might be switched dynamically to remote platforms 
and consequently any communication between them 
could be switched from local middleware (for optimum 
performance) whilst resources are together inside the 
same boundary, to Web Services where one has been 
relocated to a different boundary.

Another critical architectural objective is to avoid 
limitation of options introduced by product constraints, 
or need for developer intervention.

Figure 2: Virtualized Business and Infrastructure Resources
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ESB Enablement
Figure 3 also illustrates that an ISB/ESB enablement 
layer is required for the existing middleware to participate 
in the ESB. This enablement will come from a number of 
mechanisms including,

• The Service Oriented Platform. As the platform 
itself becomes service-enabled2 it will expose 
Infrastructure Services.

• Service Oriented Middleware. Similarly for the 
middleware.

• Standards-compliance. The Service Oriented 
Platform and Middleware will expose 
standardized Infrastructure Services. Such as 
those defined by WSDM3.

• ESB Products will play a key role in ISB 
enablement.

Even with fully service-oriented platform and 
middleware, an ESB product would still play a useful role 
in providing consistent tooling and a console across that 
Service-based infrastructure – particularly (as ever) in a 
heterogeneous environment where the platform vendor 
tools are incompatible in some way. ESB products will 
also be useful to service-enable an existing infrastructure 
whilst waiting for the service-oriented platform and 
middleware to mature.

An ESB Product set should therefore look something 
like the illustration in Figure 4 with components such 
as:

2Service Oriented Platform Strategies, CBDI Journal – CBDI Journal – CBDI Journal http://www.cbdiforum.com/secure/interact/2003-12/service_oriented_platform.php3

3OASIS Web Services Distributed Management TC – http://www.oasis-open.org/committees/tc_home.php?wg_abbrev=wsdm

Figure 3: ESB Co-Exists with Existing Middleware
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• ISB implementations. The ESB product set 
will usually come with a varying number of ISB 
implementations, sometimes reflecting the 
heritage of the product or vendor.

• ISB enablers. Providing adaptors between 
current APIs exposed by infrastructure 
resources and the required Infrastructure 
Services.

• Controller and agents. To execute and monitor 
the ESB rules and policies. 
The ISB implementations 
can be contained in the 
agent, and/or the agent 
will be the ISB enabler to 
existing infrastructure. For 
most functions, the agent 
should be expected to 
process messages locally, 
rather than defer them 
back to a central hub, EAI 
style.

• Tooling. To define ESB 
rules and polices.

Additional capability might also be 
included as part of an extended 
product set. Though organizations 
can, and often will use the 
underlying platform, middleware or 
other dedicated products for this capability, some 
organizations will value having a complete product set 
for reasons discussed later in Table 2. The extended 
capability might include:

• Orchestration Engine. Ability to execute BPEL-
compliant processes.

• BSB Enabler. To compose Business Services 
(from other Web Services, and/or from non-
service based implementations).

• A Service Endpoint. A server that exposes 
the Business Services and handles incoming 
requests.

• Service Definition. The tooling may also enable 
the creation and definition of Web Services and 
associated policies.

Ideally this capability should also be component-based. The 
functionality needs to be distributed not just as agents, but 
ideally also as separate components for each ISB function 
to avoid tight-coupling caused by internal dependencies 
within a monolithic product. Today this is not common.

It should be noted that as standards-based ISB 
functionality is gradually implemented in the underlying 
infrastructure in service-oriented platforms, then the ESB 
should become increasingly agentless with the controller 
leveraging standardized Services – for example WSDM.

We can also list a number of 
desirable characteristics that 
would be particularly important 
when considering ESB products. 
The ESB should:

• Be Service-Based to enable 
loose coupling of infrastructure 
resources.

• Not introduce product 
dependencies on any Service 
Endpoints.

• Be the basis of an extensible 
framework into which other 
ISB can be plugged.

• Provide support for the full 
range of emerging Web 
Service Protocols, not just 
SOAP and WSDL.

• Provide capabilities to enable the BSB E.g. 
Aggregation, Service Composition and 
aggregation.

• Be Policy and Meta-data driven. To enable easy 
configuration without programming.

We make some comparisons in Table 2 between ESB 
as an architecture into which an organization assembles 
various components or buying an off-the-shelf solution.

How Do Current Offerings Stack Up?
So, how do the current ESB product offerings in the 
market stack up? The current ESB market is comprised 
of products that come from different starting points. 
Some have extended out from traditional MOM and/or 

The Enterprise Service 
Bus is a uniform service 

integration architecture of 
infrastructure services that 
provides consistent support 

to business services across a 
defined ecosystem. The ESB 
is implemented as a service 
oriented architecture using 

Web Service interfaces.



12 CBDI JOURNAL © CBDI Forum Limited, July⁄August 2004

Time to Board the Enterprise Service Bus? continued . . .



EAI middleware capability, whilst some come from 
BPM and process orchestration. Consequently, it can 
be hard to compare different ESB products because of 
the mismatch in capability. Moreover, much of the ESB 
capability an organization requires may well be found in 
products that don’t carry the ESB label at all.

Middleware Heritage

The first thing to observe is that many of the so-called 
ESB products are primarily focused on enabling Business 
Services, not on exposing Infrastructure Services. These 
products might leverage their messaging/EAI heritage to 
usefully service-enable existing application assets, but 
organizations should take care to understand the long-
term implications of using an ESB product that might be 
dependent on use of the included middleware or only 
usable through their own orchestration engine. Middleware 
complements the ESB, but doesn’t have to be part of it. 
Even if organizations are in the market for middleware, they 
should approach it as two separate decisions. An ideal ESB 
should work well with any middleware infrastructure.

Whilst products in this group include the necessary 
infrastructure capability, this is typically not service-
based. Generally it is encapsulated within their products 
and only accessed using their own process orchestration 
tools and proprietary tooling. Consequently, they fall 
short in terms of the architectural definition of an ESB 
outlined above. Products in this category would include 
Sonic Software ESB, SeeBeyond eInsight ESB, and 
Fiorano ESB. There are no doubt other middleware/EAI 
products out there that provide a similar capability, but 
I have focused here on those who are using the ESB 
label.

This isn’t to dismiss these products. Organizations in the 
market for the full range of capabilities they offer may 
find them attractive for reasons shown in Table 2. They 
are of course also well positioned for existing users of 
the respective vendor’s traditional middleware products. 
SeeBeyond eInsight ESB for example is a limited edition 
of SeeBeyond’s BMP product, focused just on BPEL, 
but which can also leverage the adaptors and other 
capabilities of the broader SeeBeyond product set.

Figure 4: ISB Enablement and ESB Product Set
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They also can do a fine job of composing and managing 
Business Services, particularly where there is a need for 
these to be exposed from existing non-service based 
assets – i.e. they do a good job of BSB enablement by 
leveraging their EAI heritage. However organizations 
should take note of earlier remarks about tight coupling.

One vendor who appears to be trying to distance 
themselves from this group is IONA with their Artix 
product. Though IONA has a strong middleware 
background, Artix isn’t about selling traditional 
middleware through the backdoor. While other analysts 
may have labeled Artix as ESB, IONA don’t use the term 
themselves, preferring to position Artix as enabling what 
they call “Smart Endpoints”. Providing a subset of the 
overall ESB requirement, Artix should complement other 
ESB products and the platforms themselves, providing 
developers and architects with a platform neutral ability 
to better abstract the Service away from the underlying 
implementation and a clearer separation of concerns 
with the endpoint focusing on Service provision and the 
implementation on the business function.

Platform Vendors

IBM and Microsoft are vendors of both platform and 
middleware. Today, neither uses the ESB label. However, 
as they gradually service enable their infrastructure they 
will be well positioned to provide a broad ESB capability, 

and/or expose well formed ISBs that other ESB vendors 
could leverage.

IBM see ESB as an architectural pattern and say they 
do not plan to use it in naming their existing middleware 
products in their current form. Like Microsoft, they see 
delivery of the service-based infrastructure to support 
the (generic) ESB architecture as a long-term effort. 
Rather than ESB being a thin veneer on top of existing 
capability, it is something that should be engineered in. 
Meanwhile, IBM’s existing middleware and integration 
capabilities, and products like WebSphere Business 
Integration Server Foundation, do just as good a 
job in terms of BSB enablement and providing the 
infrastructure capability to support Business Services as 
the ESB products that come from a similar middleware 
heritage listed above.

Microsoft frequently packages and names products 
differently to other vendors and the way analysts would 
like to position and count them. They didn’t deliver a 
stand-alone Application or Web Server, yet clearly their 
platform is used widely for both. Similarly I don’t expect 
to see them using the ESB label, and yet it is apparent 
that their gradual shift towards service-orientation 
in their platform and products will deliver a powerful 
capability that does not just support Business Services 
but exposes its own capability through Infrastructure 
Services. In the meantime, the Windows Server System 

DIY ESB Architecture Off-the-shelf ESB Product

 Assemble the implementation from best of breed, and to have a 
gradual migration of each element.

 Comes as a complete ready packaged solution to ESB 
requirements

 But this means “Some Assembly Required”. And It might not all 
fit together.

 But might constitute a significant upgrade, and of course might 
require acquisition of a new product

 Consistency across components requires compliance with 
standards that are not yet mature or the process even started

 The Components are going to be engineered to work together

 A single source “suite” of products from a major vendor could 
provide best of both worlds – some assembly has at least been 
done and tested for you

 But may not be properly componentized – there still might be 
internal tightly coupling – meaning it is all or nothing approach

 You have to do your own ISB enablement if the infrastructure 
resource vendor hasn’t done it for you

 ISB enablement comes in the box

 ESB capability may over hyped. Is it the same traditional 
middleware with Web Services bolted-on? 

Table 2: ESB Architecture or Off-the-shelf Product?

CBDI JOURNAL © CBDI Forum Limited, July⁄August 2004 13



14 CBDI JOURNAL © CBDI Forum Limited, July⁄August 2004

(including products like BizTalk Server 2004) provides 
strong Web Service support and can perform a similar 
ESB role as the products listed above.

Don’t make the mistake of leaving IBM and Microsoft out 
of an ESB evaluation list just because they don’t use the 
label, but recognize they do not comply with the purist 
definition, yet.

Pure ESB

At the outset of writing this report, I wondered whether 
the ESB architecture outlined here was going to appear 
as just some idealistic vision, whilst the industry was 
still some way short in terms of delivery. However, the 
timely announcement of Cape Clear 5 goes some way 
to changing that. Proudly wearing the ESB product 
label it also goes a long way to delivering a pure ESB 
architecture. It provides a wide range of distributed ESB 
capability whilst also providing ISB enablement through 
adaptors to existing infrastructure resources, and is not 
dependent on the use of its own MOM. Moreover, Cape 
Clear 5 is itself service-based, not only supporting all 
the latest Web Services protocols to facilitate Business 
Services, but importantly also exposing its own capability 
as Web Services.

Conclusions
Ultimately, the fully agile Enterprise SOA will include 
the business functionality and the infrastructure 
capability both exposed as Web Services. Virtualization 
and federation require not just application but also 
the infrastructure resources to be loosely coupled. 
Unfortunately, ESB has quickly become a product 
marketing buzzword, rather than an acronym for a solid 
architectural pattern. As ever, capabilities can be over-
hyped, and claims of SOA support can be tenuous.

Earlier I made the comment that an ESB implementation 
may bear some similarity to the Web Service Management 
pipeline. As such, there may be products (or components 
of) from vendors with a heritage in WSM that would fill a 
useful role in an ESB.

Similar to WSM, for most enterprises the long-term 
solution to ESB functionality will be integral to their 
chosen platforms rather than stand-alone products. 
The ESB will be much more viable once the platform is 
service-oriented. However, we are still some way from 

this, and as is normal with heterogeneous environments, 
we can expect differences across the platforms which 
will always leave room for platform-neutral solutions.

We recommend organizations considering ESB 
should start by looking at the ESB architecture and 
then evaluating which infrastructure components can 
support the different ISB requirements, then selecting 
infrastructure products as appropriate, and not just by 
doing a feature comparison on ESB products.

For many organizations the starting point will be looking 
at ESB products from the vendors of their existing 
middleware. In doing so, organizations need to exercise 
caution that whilst making a move to SOA, they don’t 
just deploy and extend yet more proprietary middleware, 
which reduces adaptability at the infrastructure level.

Links
Cape Clear 5 – 
http://www.capeclear.com

Fiorano ESB – 
http://www.fiorano.com/products/fesb/
fioranoesb.htm

Iona Artix –
http://www.iona.com/products/artix/welcome.htm

IBM WebSphere Business Integration Server –
http://www-306.ibm.com/software/integration/wbisf/
features/

Microsoft Windows Server System –
http://www.microsoft.com/windowsserversystem/
default.mspx

Sonic Software Sonic ESB –
http://www.sonicsoftware.com/products/sonic_esb/
index.ssp

Seebeyond eInsight ESB –
http://www.seebeyond.com/software/
einsightenterprise.asp

Time to Board the Enterprise Service Bus? continued . . .



THE SUPPORT ECONOMY
Shoshana Zuboff and James Maxmin • Viking Penguin, 2002

T his book is a detailed and persuasive account of the distributed service economy, which 
the authors call Distributed Capitalism. The background is familiar. An ever-greater share of 
Western economy is occupied with services rather than products. And yet our experience of 

service is generally bad – and getting worse. Service providers are trying to achieve economies of 
scale and cost-savings, while maintaining or increasing revenues. Service staff are under increasing 
pressure and scrutiny, and “empowerment” is eroded by targets and other narrow initiatives. 
Consumers are subjected to the indignities of call centres, the persistent nuisance of “courtesy 
calls”, and the inflexibility of business processes that have been tailored to fit an internal corporate 
agenda.

The promise of eCommerce was that it would offer a genuine alternative for business and consumer 
relationships. With some honourable exceptions, this promise has failed. Many early eCommerce 
efforts were coloured by naivety and amateurism (“if we can get a small cut from every purchase 

made by every large manufacturer, we’ll be rich, rich, rich”), or by cynicism (“if we can persuade our customers to do their 
own admin online, we can get rid of half our staff”). General consumer experience of eCommerce is poor – often because 
the service details (good logistics, prompt and effective troubleshooting, and so on) have been neglected. And what has 
happened to all those B2B portals?

What Internet shopping encourages is something the authors call ninja shopping. If a consumer can easily compare prices 
for flights or car insurance (but cannot so easily compare other characteristics, including service quality), then selection will 
be based on price, and prices will be driven downwards. Initially this seems to work to the consumer’s advantage. But the 
providers retaliate with an increasingly impenetrable array of extras, excesses and surcharges, which aim to recoup profit 
margins while making accurate price comparison near-impossible. 

Consuming services becomes an incredibly time-wasting activity. You have to wait in line to hire a car, because the clerk is 
obliged to try and sell an array of options to every customer. You have to check-in hours before a flight, and you still may 
miss the connection. You have to review all service bills carefully for unexpected charges and other errors. (Customers’ 
waiting is an almost inevitable consequence of traditional process thinking: if a customer ever gets immediate attention for 
anything, this rings alarm bells in the process office, indicating that the relevant function is over-resourced.)

The authors argue that there is a huge potential wasted value locked up in these dysfunctional service relationships. They 
advocate a form of deep support, that will release/realise what they call relationship value, and they paint an attractive 
and detailed picture of the way it might work. They go on to argue that the realization of relationship value calls for a new 
enterprise logic: distributed, federated, dynamic, infinitely configurable; technologically supported by digital media and 
infrastructure convergence. From an SOA perspective, this sounds very familiar.

The book is not just an eloquent argument for the service-based business, but also a powerful vision of how it can and must 
be done properly. Recommended reading for all CBDI members.

Richard Veryard

Book Review 
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The SOA LifeCycle

If we listen uncritically to the hype about Web Services we might 
be persuaded that loose coupling allows instant business flexibility. 
But mature organizations understand that new technology and 
particularly new practice must be implemented as an increment on 
existing practices. This is particularly relevant to the area of asset 
and change management. In this report we discuss the extent to 
which the lifecycle of services differs from the conventional software 
lifecycle. We consider to what extent the lifecycle of services looks 
different from the supply side and from the consumer side? What 
opportunities are there for automating and integrating service 
lifecycle management? What is the role of standards here? What 
new management capabilities are created by new mechanisms 
of lifecycle management (currently and in the near future)? What 
can we now do differently, and what should we expect to be able 
to do differently in future? How does this all look from a business 
perspective?

Introduction
There is a growing consensus among SOA vendors that service lifecycle 
management is an important issue. Some vendors have noted that the people 
consuming services seem to take service management more seriously 
than the people producing services do – especially in an outsourcing 
context, presumably because the very action of outsourcing responsibility 
concentrates the mind wonderfully.

When we review the available material on service lifecycles, however, we 
find some obvious differences in level. There are several different notions 
of “service” in play here, with lifecycles ranging from subseconds to years. 
On the supply side, there is a chain of managed objects from the published 
service interface to the software components that implement the service.

Obviously this is not a complete list of all the managed objects in relation to 
service provision. Other relevant objects include Service Endpoint (address) 
– we can change this without affecting the Service, because WS-Addressing 
separates the logical and physical address.

Best Practice Report

By Richard Veryard
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Life Cycle of Web Service Solution
A common starting point for understanding and 
managing web service solutions is to regard them simply 
as complex and sophisticated software artifacts, which 
happen to use the latest web service technologies and 
protocols.

On this basis, the life cycle of a web service solution looks 
pretty much like the life cycle of a traditional software 
application: Specify, Design/Build, Test, Deploy/Execute 
and Manage.

However, within this solution lifecycle, we should expect 
to find multiple iterations of the lifecycles of a range 
of managed objects, including those defined in Table 
1. Thus we need full lifecycle management for service 
objects throughout the solution lifecycle.

Meanwhile, the lifecycles of these service objects may have 
a much more complex and dynamic existence, beyond 
their participation in a controlled set of well-defined 
service-based solutions. In a distributed service economy, 
a solution-oriented viewpoint of service lifecycles just 
doesn’t give the full picture of what is going on.

LifeCycle Service Management
If we look at Life Cycle Management approaches from 
major vendors including HP and Sun, they cover some 
or all of the management requirements shown in Table 
2. These requirements can be understood in lifecycle 
terms, although they are often covered by other platform 
tools. Of course, these requirements assume proper 
management of the various service objects shown in 
Table 1. The key differentiator between vendors is going 
to be in the manageability of the web services and 
solution lifecycles. Some relevant criteria are as follows:

• Model-Driven – Are management tasks 
made coherent and comprehensible within 
the framework of some simple and powerful 
models?

• Evidence-Based Policy – Are policies at all 
levels subject to adjustment and refinement 
through proper feedback loops?

• Dynamic – What elements are open to real-time 
adjustment and optimization?

Level Definition Typical 
Language

Service Interface This is the published interface, which consumers bind into their applications or working 
practices.

SOAP

Service Message / 
Document

Some people clearly have the notion (good or bad) that because of XML they can change 
the document, without in effect changing the Service. In other words, they are two 
separate artifacts – which WSDL recognizes.

XML

Service Specification This is a description of the service – for example partly in WSDL. This can typically be 
upgraded without changing the syntax of the service interface. However, the behavior 
(functional or non-functional) or commercial terms may vary.
Ability to flex service specification without changing the service interface is one of the 
features of the Differentiated Service pattern.
It is possible to go through several generations of a service (service generation), which 
may or may not alter the specification.

WSDL
Semantic Model
SLA

Service Composition This is a description of how the service is composed from lower-level services – for 
example in BPEL. It specifies the orchestration / choreography performed by the service 
provider on the web service platform.

BPEL

Service Activation This is an instance of the service on the implementation platform. WS-Resource

Service Implementation This is a reference to the software that delivers the service. e.g. Java, C#

Table 1: Managed Objects that Implement a Service
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• Automation – Are simple administrative tasks 
handled efficiently?

• Visibility – Is there complete drill-down audit, 
especially of real-time behavior? Are there good 
mechanisms for showing/hiding complexity

Supply Side Service Provision
As a consequence of the stratification defined in Table 
1, we can formulate the lifecycle states and change 
management requirements for each level, as shown in 
Table 3.

In any stratification, we should expect to find loose 
coupling between the layers, so that one layer may move 

independently of the others. For example the behavior 
changes, the interface does not. Vertical decoupling 
allows for shearing between layers, enabling a differential 
rate of change – each layer changes and cycles at a 
different speed.

However, the decoupling between layers is not absolute, 
and there will still be some logical dependencies between 
layers, entailing notification of changes between layers.

The problem is where the dependencies are not properly 
acknowledged and managed. For example, service 
implementation may view a change as internal, but 
this may have unplanned external effects (e.g. feature 
interaction). Even a change in non-functional behavior 
(performance or service level) may cause unforeseen 
problems, even if it does not fall below some predefined 

Focus Define & Set Monitoring & 
Analysis

Programmed 
Response

Trouble
Shooting

Specification / Service Level → → → →

Policy → → → →

Resource Allocation → → → →

Event → → → →

Table 2: Scope of LifeCycle Management

Level LifeCycle States Change Management

Service Interface Always On (logically). Publication is essentially Write-
Only. Service is withdrawn or altered only in extreme 
cases.

Interfaces published, no mechanism for change.

Service Specification Required, Defined, Available-for-Test, Available 
(recommended), Available (no longer recommended), 
Replaced/Withdrawn (per version).

Adhoc change management practices for service 
descriptions. Rudimentary versioning in UDDI 
repositories.

Service Composition Required, Defined, Available-for-Test, Available 
(primary), Available (secondary), Replaced/Withdrawn 
(per version).

Adhoc change management practices for orchestration 
specifications.

Service Activation Real-time life-cycle as per W3C working group 
statement1

Real-time service management (performed by web 
services platform).

Service Implementation As per traditional software engineering lifecycle Software change management tools and practices 
(e.g. ClearCase).

Table 3: Change Management Framework

1http://www.w3.org/TR/wslc
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SLA. (The service provider may assume that making a 
service go faster is always an improvement, but this may 
disrupt the sequencing of some complex transaction.) 
Thus the service provider may fail to recognize the need 
to notify the consumer, and the consumer may not be 
given the opportunity to test the impact of the change.

For critical applications, this failure is not acceptable. 
Higher levels may need some notification of changes 
at lower levels (which may trigger respecification or 
retesting.) This due notification must be balanced 
against a proper separation of concerns, and this 
balancing act is currently a highly inexact science. There 
is a general preference for decoupling between layers, 
but this assumes considerable trust between layers. 
Hence the current emphasis on SOA for intra-enterprise 
integration, with inter-enterprise integration lagging 
behind. (Although one might cynically wonder whether 
some managers trust their business partners more than 
they trust other parts of their own organization.)

Change management practices are unevenly distributed 
across the framework in Table 3. Software change 
management practice is currently more mature than 
service change management practice.

If the service architecture is within an enterprise, a 
formal block release schedule is practical and required. 
But more ambitious web service solutions don’t fit this 
assumption. There are of course additional challenges 
introduced by service intermediaries who compose 
services and add value to the services they consume 
themselves. Change management spreads throughout 
the whole chain. Theoretically you should only be 
concerned with the immediate provider/consumer 
relationship – any downstream services are hidden from 
them – but we all know what happens in real life …

In a full web service environment, of course, the change 
management will itself be configured and invoked as 
a set of services: change notification, change impact 
analysis, and so on.

Traditional Change Management rarely compensated 
for provider/consumer split – it typically assumes a 
single entity has overall control. Even when deploying 
black box packaged software, the organization is still 
supposed to have total control over that deployment and 
any subsequent changes to it. Although this is not strictly 
true, it is a reasonable first-order approximation. But with 
services, this assumption breaks down completely. So 
what is the solution? If a service is aware of its change 
control status, then I should be able to query the service 
and ask “have you changed?” Alternatively, a publish/
subscribe mechanism could be used. This could trigger 
a retest of the service.

Note that these mechanisms don’t require the service 
itself to keep a register of service consumers; although 
we might need a third-party publish/subscribe platform. 
However, it does require the service to know when it has 
changed.

An alternative is to shift responsibility for identifying 
changes in service behavior from the service to the 
service consumption community/constituency. If one 
service consumer detects any peculiar behavior from 
a service, or even a small reduction in service level, 
this will be picked up by the service management tools 
used by that consumer. This information can then be 
made available to other consumers of the same service, 
perhaps on a peer-to-peer or publish/subscribe basis. 
Clearly such a system would be open to various kinds of 
abuse, and so there are all sorts of trust issues here. In 
any case, a service consumer would not want to abandon 
using a particular service simply on the grounds of an 
unsubstantiated rumor of poor service quality elsewhere, 
but it may at the very least trigger a heightened level of 
awareness.

Consumption Change management

A similar approach may be needed for change 
management in the opposite direction – detecting 
and mitigating risk from poor or rogue consumption 
patterns. For example, firing off spurious or badly formed 
requests, or unusual levels of demand. This may affect 
other consumers as well as the service provider (think 
Denial of Service, which could result from programming 
errors as well as deliberate attack). It is possible for 
providers to become aware of “bad” consumers – (think 
credit blacklists among financial services companies, 
or spammer blacklists among ISPs). This would need 

CHANGE MANAGEMENT

If change control does not exist, as more 
services are introduced into the enterprise, 
every weekend or maybe even every day 
can turn into an experiment in software 
interaction. Charlie Bess, EDS
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to be integrated with change management and service 
management disciplines.

As you add new users to a service, they will have an effect 
on the existing users. This is called the network effect 
(or network externality). Sometimes the effect can be 
positive – so consumers benefit from other consumers. 
For example, a benchmarking service may get more 
accurate as it recruits more active users. Sometimes the 
effect can be negative – especially if scarce resources 
are exhausted.

Stratification of Service Provision
A service interface is published and consumed. The 
consumers bind themselves to the service interface. This 
is a form of coupling. Broad consensus of opinion is to 
avoid change at this level.

Instead, the service interface may be designed in a 
generic way, so that it can accommodate multiple 
generations or variations of the service. (We call this 
Differentiated Service.) The service specification may be 
partially described in WSDL. Thus we can upgrade the 
service specification (new service generation) without 
changing the interface2.

The service is then composed from lower-level services, 
which are invoked (by the web service platform) on 
execution. The composition is a set of rules, written in an 
orchestration language (typically BPEL), which can itself 
undergo version change.

When a lower-level service is invoked, the web service 
platform either identifies and communicates with an active 
service, or creates a new service activation. The service 
implementation is essentially a software component, 
which undergoes a more-or-less conventional software 
lifecycle3. Meanwhile, the consumption side can also 
decouple itself from the (fixed) service interface, and 
obtain differentiated usage from the same published 
service.

While many service consumers use a published 
web service in stand-alone mode, we may expect 
service consumption patterns to become increasingly 
sophisticated and complex. For example, services 
may be called through some client-side software (e.g. 
intelligent browser or mobile phone), which may compose 
multiple input services and control them against a set of 
user policies and preferences.

Alternatively, the services may be designed into client-
side applications. For example, a US-based mobile 
telecoms company is using Cape Clear’s web service 
platform to compose a complex series of data and 
process components with an elaborate workflow, to 
support the refreshing of prepaid calling cards. It is 
expected that some resellers will recompose this further 
to produce an own-brand value-added service for end-
customers. Composition must deal with the failure modes 
associated with composite services – where element ‘C’ 
of an A-B-C-D chain is unavailable, for example.

2For guidelines on generalizing and abstracting interfaces so they are useable in more situations, without change, see Wilkes & Veryard “Considerations for Agile 
Services” report in the Microsoft Architects Journal.
3In previous reports we have highlighted why the implementation ideally should be component based – to facilitate change in the implementation (not the 
service).

Figure 1: Stratification of Service Lifecycle Management



The SOA LifeCycle continued . . .

CBDI JOURNAL © CBDI Forum Limited, July⁄August 2004 21



In this case, the service delivery platform needs to 
respond configurably

• waiting until C is back up

• re-activating C

• routing to an alternative sub-component which 
is equivalent to C

• throw an error back to the service requester.

These policies could be dictated either by the service 
provider, or perhaps by the end-user, via some kind of 
policy creation with sensible defaults.

From Impact Analysis to Dependency 
Analysis
In order to link the lifecycle management across the 
levels, we need to be able to check the impact of 
changes within and across levels. This means that 
impact analysis is based on an understanding of the 

dependencies between objects at the same level, and of 
the dependencies between objects in different levels.

Where do we get this understanding from? Well, the 
architects should be in charge of these dependencies – 
indeed, the way that we like to think about the architectural 
function is that architects are responsible for determining 
in broad structural terms what is supposed to be coupled 
with what, and how things are separated.

Architecture-as-Designed versus Architecture-in-Use

But we must make an important distinction between 
what the architects think they’ve got (architecture-as-
designed), and what they’ve actually got (architecture-
in-use). As systems get more complex, and the 
responsibilities for managing the services get fragmented, 
we cannot assume that the architecture-in-use conforms 
with the architecture-as-designed.

This is a particular problem where software development 
is outsourced. The architects can specify a set of 
modules with defined interfaces. The developers may 
put in additional links, which subvert the intentions 
of the architects. This could be due to poor software 
engineering on the part of the developers, or poor 
communications between the architects and the 
developers (non-rigorous architectural specification). 
We should note that in many cases, the developers 
may have a commercial incentive to covertly reduce 
the flexibility of the system, in order to increase future 
revenues from maintenance work.

We might expect that this risk should be mitigated if the 
service itself is outsourced – i.e. not using a service to 
facilitate B2B, but consuming software as a service. In 
this case, the moral hazard for the service provider (in 
other words, the temptation to cheat) should in theory 
be reduced, since it is the service provider that suffers 
directly if the service implementation is not flexible 
enough. However, there are many ways that this cost 
can be passed back to the consumer.

Dynamic Dependency

We are now looking at a future generation of service 
management tools, which will monitor message traffic 
between services and analyze service behavior, in order 
to detect dependencies in the architecture-in-use. CA is 
currently working on some recently-acquired technology 
(Sonar), and we may expect to see some technology of 

Figure 2: Exception Handling as Supply/Demand Collaboration
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this kind built into a future release of the Unicenter 
WSDM product.

From the architect’s point of view, there is a need for 
modeling tools that can reverse-engineer an architecture-
in-use picture from a dynamic dependency analysis, and 
can display the gap analysis between the architecture-
in-use and the architecture-as-designed.

From the point of view of service lifecycle management, 
these tools will be invaluable for performing impact 
analysis and change management across the different 
lifecycle levels.

Interoperability needs standards

We should expect early implementations of this to be 
done on a single platform. Industry 
standards for models suitable for 
architectural description are being 
worked on (for example, Microsoft’s 
System Definition Model) but are 
not yet complete or stable. CA has 
a short-term focus on Data Centers 
(because this is where they expect 
greatest market interest in the 
short term) and is currently using 
a DataCenter Markup Language 
(DCML) – but do not see themselves as 
restricted to this market in the longer term.

Thus industry standards will enable lifecycle management 
to be federated across multiple organizations using 
different platforms – but this is probably still a couple of 
years away.

Business IT Alignment
One of the goals of web service solution management is to 
create what HP calls a symbiotic relationship – business 
and IT become so closely aligned and synchronized that 
business and IT can move together as one.

In SOA thinking, this tight coupling between business 
and IT is enabled by loose coupling within business and 
within IT. This is why the stratification shown in Figure 1 is 
so important. Furthermore, the relationship between the 
business and the customer should (often if not always) 
display the same close alignment – so the stratification 

story extends as far as the customer interface and 
beyond. The stratification is not a single one-size-fits-
all structure, but needs to be dynamically fitted to the 
particular characteristics of the demand situation. This 
is where we have to go for a true understanding of 
demand-driven architecture.

Summary
We anticipate that there will be several major patterns 
governing distributed life cycle management. For 
example we refer back to our thoughts on Negotiated 
vs Instantiated (mandated) provider/consumer 
relationships4, and the obvious differences these two 
patterns would have in this area.

The industry hasn’t yet really got 
to grips with distributed life cycle 
management. It’s still predicated 
on the single project perspective. 
In this report therefore we are 
identifying baseline practice for 
early adopters and laying out 
the requirements for the industry 
to deliver best practice and 
automation support. We urgently 
need:

• proper lifecycle and change management at all 
levels of the service stratification.

• tools that give visibility of dependencies within 
levels and between levels.

• the same models and notations to be used 
for architectural design and for change 
management.

Note to vendors: Once we have some solutions to these 
issues we can reasonably expect to see widespread 
adoption.
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4CBDI Report – Understanding SOA – http://www.cbdiforum.com/secure/
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Glossary Items
Activation The process of creating or making a web service instance active to serve a web 

service request. The way in which the activation process is controlled is called the 
activation policy. The process of activation enables a hosted web service instance to 
hold session state. [source: Cape Clear]

Architecture-As-Designed A description of the structure of a system (or system of systems) that reflects the 
intentions of the architects.

Architecture-In-Use A description of the actual structure of a system (or system of systems), possibly 
including features and interactions that were not intended by the architects, and 
excluding some that were.

Differentiated Service A different service is provided according to the context. Ideally, the interface remains 
the same, but the content or quality of service is altered. Differentiation may also 
affect the commercial terms (e.g. pricing).

Shearing Layers The notion that layers in a stratified architecture move independently, at different 
speeds. If there is too much coupling between the layers, this has two possible 
effects. Either change is inhibited, or the shearing forces tear the structure apart. 
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Blue Titan Data Director
Applying SOA Principles to Distributed Data Management

As Web Services architectures address more complex scenarios 
issues of increasing message traffic, database performance, 
federated data management, and mixed transactional behaviors 
create new challenges. But if we apply service oriented thinking to 
the issues we find good solutions. In this report we examine some 
new patterns relating to distributed data management and look at 
how Blue Titan Data Director supports these concepts.

Introduction
We have remarked recently that in the early stages, new technologies get 
used to solve existing problems and are integrated with existing infrastructure 
because it exists. But that as the new technologies get understood better, 
or the performance envelope changes our use of the new (and older) 
technologies evolves.

In the first stage of SOA the emphasis is on standardizing interoperability 
– creating the infrastructure to allow services to be consumed regardless of 
the implementation platform. In this first stage pretty much everything else 
remains unchanged. But pretty soon hard questions get asked such as how 
to manage the distributed data and its meta data? How to handle very large 
volumes of service transactions in conjunction with back end systems that 
were not designed for this purpose?

CBDI has consistently argued that service thinking will eventually bring radical 
change in the area of distributed data management. Conventional approaches 
are based on widespread replication of data1 precisely because users have 
not been able to rely on distributed data networks. This architecture is 
fundamentally flawed because of the inherent difficulties in maintaining high 
quality data with appropriate currency. Consequently as service oriented 
networks become more reliable, there will be serious business interest in 
real time access to quality data, which will cause a migration of data storage 
towards the point of ownership.

Most organizations address this problem today by messaging. We have 
reviewed some really good tools that provide excellent rules based 
messaging, which address issues such as “need to know” and “right to know” 
etc. But messaging is only part of the answer, because we need to store and 

1CBDI Report – Will Web Services Revolutionize Data Distribution – http://www.cbdiforum.com/secure/
interact/2000-12/rev_data_dist.php3

By David Sprott
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use the data in a manner that mirrors the collaborative, 
federated business. And the conventional relational 
database doesn’t always look like an appropriate tool. 
There are numerous XML databases now available that 
will store the native XML documents, but they are not yet 
engineered for collaborative working.

We have been anticipating for some time the emergence 
of service oriented solutions to this problem that provide 
service oriented data management for document oriented 
data. So we were interested to talk recently to Blue Titan 
Software, a Web Services infrastructure company. They 
are in the process of launching a new product – Blue 
Titan Data Director that provides innovative support for 
distributed data that goes a long way to addressing these 
issues. We also talked to an early user of the product that 
provided valuable insight into practical applications.

In this report we will commence by outlining some 
patterns that generalize the behaviors that we need to 
support, and then look at the product.

SOA changes basic assumptions about data 
management
Most enterprises and application products adopt 
SOA by wrapping existing functionality and exposing 
structured services that act as a facade, shielding the 
service user from the underlying complexity. So called 
composite applications are developed which create new 
functionality that extends existing applications, using 
common and shared services published by existing 
applications that continue to manage data integrity.

A very common issue is that calls to back end systems 
just can’t deliver the variability and performance required 
by Web Services which are enabling large numbers of 
new users and or transactions. The nature of the SOA 
is also document oriented and primarily asynchronous. 
The architecture must often manage the life cycle of a 
document and its transient information throughout a long 
running process. Existing back end systems may have 
been designed to support synchronous transactions, which 
complete the operation in one pass, and may not support 
newly designed processes without major change.

Right now many will be making the assumption that 
conventional database technology is tried, tested and 
secure, and that services merely act as a front end. But 
this assumption won’t stand the test of time because of 

the move away from synchronous transactions and the 
inevitable increase in message volumes.

A good example of how message traffic will grow is 
RFID and location based services. The compelling case 
for RFID is the ability to gain control over what’s going 
on – in near real time. Consequently many companies 
are now experimenting with physical tagging, and as 
this goes mainstream it’s going to drive message traffic 
rates skyward. Whilst you might assume that a “goods 
receiving” transaction will still be the same whether it hits 
the system via the RFID scanner or some other device 
such as a bar code wand, the opportunity for RFID is to 
have many more reading points (physical and time) in the 
supply chain, that address issues such as better status 
information and reducing potential for fraud.

Web Services and particularly BPEL allow us to establish 
wide area systems much more easily – creating business 
processes that span multiple organizations. The question 
is how do we manage the data underlying wide area, long 
running processes? And how is the meta data managed 
in an efficient manner so that every user can use the 
latest schema?

Patterns for SO Data Management
There are a number of things going on here that bear 
scrutiny. Let’s have a look at the basic patterns.

Data Storage Service

Given that XML data is self describing, there’s no 
reason why documents shouldn’t be handled directly 
by a generalized persistence service as part of the 
infrastructure pipeline. Accessible from anywhere.

A data storage service offers comprehensive CRUD data 
operations managed by XML Schemas that are managed 
as independent services.

The data storage service provides a general purpose 
storage service that can be used in many ways, for 
example:

• as a cache for performance purposes

• transient data storage

• cross environment queue mechanism

• state management in long running processes
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Federated Storage

By definition the SOA is distributed. If data storage 
is provided as a service, then it’s very likely the 
implementation will be required to be distributed also. 
One set of common services provide a single view 
to federated storage which may be distributed on 
geographic, business entity, namespace, product or 
other basis. The federated storage may address failover, 
load balancing and replication requirements.

Blue Titan Software provides an example scenario 
where a large chemical engineering company operates 
numerous scientific research facilities throughout the 
world. Instruments located in each laboratory gather 
data in real time. Local processors aggregate the data. 
Each aggregate is packaged and placed on a message 
bus with a flow of around 100K messages per hour. The 
messages are subscribed to by dashboard applications 
that monitor product trial status. The company use Data 
Director to feed analytics applications at a consolidated 
corporate level in support of regulatory compliance and 

Figure 1: Persistence as a Service

Figure 2: Federated Storage
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adverse event management. Each lab and the corporate 
data center have three storage nodes installed. Data is 
replicated between the nodes for both technical integrity 
and business purposes – to peer nodes for failover and 
load balancing purposes and to the corporate data 
center nodes to meet application demand.

Federated Information Management

Web Services are key enablers of collaborations between 
entities. The collaborating entities may be divisions of 
the same company or separate enterprises. A key part of 
collaboration is creating common information views that 
allow parties to a federation to share specific information 
as part of a collaborative process, in which documents 
are shared, perhaps updated by different parties on an 
incremental basis over time.

Blue Titan Software provides an industrial company 
as an example which uses namespaces to manage 
the collaboration of multiple business divisions within 
one enterprise. The machine shops division stores a 
class of records representing machines in a machine” 
namespace. The shipping division tracks and archives 
shipments by class of machine in the shipping:machine
namespace. Both properties and content formats of the 
two records are completely different, but they share a 
common semantic for the concept of machine. Individual 
properties can then be coordinated within the common 
namespace hierarchy such that shared concepts are 
aligned, for example machine:weight would be common 
to both divisions.

The management of the meta data underlying a 
collaboration requires constant management, to coordinate 
not just the common view between the collaborating 

Figure 3: Federated Information Management
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parties, but also the mapping back to existing XML data 
and existing enterprise application data.

XML cache

Leading organizations are developing composite 
applications as a primary SOA strategy. The composite 
application integrates information and services from 
existing applications and extends existing application 
functionality to support new processes, behaviors and 
modified services.

The composite application is typically richer in function 
than a facade, combining the aggregation with new 

functionality, often extending existing services to handle 
new requirements driven by mobile applications, RFID 
etc.

In many scenarios the role of the back end database 
needs review. The XML cache provides an intermediary 
storage point which addresses performance concerns, 
but also potentially many other purposes such as 
transient data, less stable schemas, incrementally 
updated documents in long running transactions.

Figure 4: The XML Cache
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Blue Titan Software
Blue Titan Software is a provider of Web Services 
infrastructure products. Their first product was Network 
Director – a Web Services management product 
providing policy driven routing, security, load balancing 
and transformation delivered in a pure Web Service 
Oriented Architecture.

Blue Titan Data Director is a complementary product 
providing efficient distributed message storage and 
caching. However, Data Director is equally a stand 
alone product that, with standardized Web Services 
interfaces, can be used in combination with many other 
infrastructure products and architectures and has the 
potential to support interesting data architectures.

Blue Titan Data Director

All communications with Data Director use Web Services 
interfaces. Data Director exposes a SOAP API that 
provides:

• comprehensive persistence mechanisms 
(CRUD) into a general purpose XML store

• metadata management services

• instrumentation services

Stored content is untyped – there is no difference in 
treatment between an XML document, unstructured 
text, serialized objects or binary blocks. Each record 
persisted by Data Director has two datatypes – content 
and properties. Properties also comprise unstructured 
data defined using dynamic XML Schemas. Properties 
are assigned namespaces which are generally used 
instead of an optional relational structure. With 
appropriate permission, a record’s properties may be 
added or modified at any time which is reflected in 
existing records.

Data Director capability is deployed as a set of instances 
referred to as dNodes. Usually installed on separate 
hosts and connected through Internet, Intranet or 
corporate WAN, dNodes form a genuine P2P network in 
which there is no master, slave of controller node.

The dNodes are linked in a star topology. Each dNode is 
an autonomous unit which interacts with other dNodes 
using SOAP messaging. Client applications access 
the dNodes using JDBC driver, a Java or .NET client 
library of the SOAP interface, allowing access from 

many different platforms. Individual nodes are explicitly 
addressed by the client, either by design or transparently 
using replication and load balancing algorithms provided 
in the client library.

Using these facilities a client can choose whether to exert 
control over the nodes used. For example a client that 
rapidly inserts a large number of records could turn on 
the client load balancing feature and have the insertion 
process distributed across a large number of nodes.

Data Director is deployed as Java based servers, 
currently implemented on Windows and Linux platforms. 
What’s particularly interesting about this model is the 
potential to create an adaptable environment that can 
be scaled up or down very easily. The product can be 
used with just one node, although of course without 
load balancing and replication functionality. When 
one or more nodes are added the installation program 
searches for and discovers other nodes and handshakes 
with them to complete the setup. As they handshake, 
the previously installed dNode communicates to the 
new dNode the index and cache details that allow it to 
operate as a peer.

In operation, providing there is more than one deployed 
node, there is never a single point of failure. Each record 
is automatically replicated using factors set either 

1) Client A sends a SOAP message to dNode I 
asking that it store a record X.

2) I responds to A’s request by persisting X. It 
also performs a variety of replication tasks 
to ensure the consistent availability of X.

3) A sends a SOAP message to dNode J 
asking that it update the contents of X.

4) J updates X as requested, selectively 
alerting other dNodes of the change as 
necessary.

5) A sends a SOAP message to dNode K 
asking that it retrieve X.

6) K provides A with the updated version of X.

 Example distribution scenario, 
using dNodes I, J and K,

 Based on Blue Titan Software scenario
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as a system default or at the (overriding) namespace 
level. Data Director constantly executes replication 
maintenance routines that attempt to ensure each record 
is replicated as per the replication factor. If a node fails 
therefore, the administrator doesn’t necessarily need to 
replace the failed node. Providing adequate resources 
and nodes are available the system will automatically 
replicate records as necessary to maintain the correct 
failover policy.

Data Director is currently available in an early release 
program, and will become generally available in Fall 
2004.

User Experience

I spoke with an early release customer. They are 
implementing an SOA for mobile communications 
with their field force productivity applications, using 
composite applications that integrate information across 
a wide range of existing enterprise applications. They 

looked initially at Data Director because right upfront 
they realized they were going to have difficulty in getting 
adequate performance from the backend applications, 
and that they would need a cache. Further they were 
concerned with the overhead of using conventional 
database administration for some classes of data that 
are not classic enterprise data.

Today after some 6 months experience, they have several 
dozen nodes in operation and use Data Director as their 
primary mechanism for managing service meta data 
across their organization. Data Director doesn’t include 
any security features, and they use integration tools 
including Network Director for message based security 
and authentication plus a separate tool (Composite) to 
provide the equivalent of row level security.

Example Use Cases

They have now implemented various use cases, and see 
the Data Director as a critical part of their infrastructure 

Figure 5: Data Director Deployment
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that can be used in a very flexible manner. Some 
examples of the use cases include:

• storage for composite applications that don’t 
fit in conventional enterprise data categories, 
often storage of transient, time based data that 
is flushed when the data becomes stale.

• distributed cache 
for mobile client 
applications 
that require 
consolidated 
information 
from many back 
end enterprise 
applications.

• a platform for 
query of the same 
data types.

• product independent queue storage – as a 
message queue between various application 
integration tools. They have BizTalk, 
SeeBeyond, MQSeries and Network Director.

• message store for application integration – a 
store between proprietary applications Siebel 
and Oracle, acting as a switch that provides 
semantic independence and a buffer for 
scalability issues in one or other environment.

• repository for managing federated meta data, 
creating a layer of abstraction which supports 
the new composite applications, that can 
move forward on a rapid timescale and is 
independent of back end systems.

Conclusions
Many organizations will be looking at the problem space 
we have discussed in this report, and considering 
various solutions involving hybrid relational or native 
XML databases and messaging products. What Blue 

Titan Software has done is interesting because they 
have addressed the core issue that service oriented 
architectures need support for a variety of different data 
management patterns, and their solution is to provide an 
SOA solution – a general purpose persistence service.

It will be tempting to characterize this product solely 
as an SOA cache, but this would be a mistake. As our 

discussion with a user 
revealed, the availability 
of a general purpose 
persistence service, 
including XML schema 
support, opens up a 
raft of opportunities to 
rationalize and create 
separation of concerns 
in situations that were not 

immediately apparent. This 
is a general purpose tool that 

encourages the architect to use his/her imagination!

As a pure SOA solution, this product will be immediately 
attractive to many large corporations that already have 
multiple application integration solutions installed, most 
of which can be expected to support Web Services. 
Worth a close look.

References
Blue Titan Software www.bluetitan.com

A general purpose persistence service, 
including XML schema support, opens up a 
raft of opportunities to rationalize and create 

separation of concerns in situations that were 
not immediately apparent.
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